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Abstract

Throughout the years, the rendering of a realistic nature scene has proven
to be quite a challenge. The difficulties not only lay in the geometric and
visual complexity of such scenes, but also in the description of the animation
of each individual object. The large scale at which Mother Nature’s members
are present, do not allow for a realistic animated nature scene to be acquired
easily.

The main contribution of this thesis is the presentation of an algorithm
suitable for the physically-based-based animation of hundred of thousands
blades of grass. The proposed animation algorithm deforms each blade
individually while still preserving the ability to depict the scene in real-
time. In addition, nearly all necessary calculations are computed by the
GPU, which minimises the CPU’s workload.

Furthermore, each blade is presented by a highly detailed geometric de-
scription. This, however, greatly complicates the animation process. The
presented solution utilises self-generated keyframes in combination with data
clustering and a number of interpolating techniques. The result is a render-
ing mechanism which allows the animation of each individual blade of grass.

Considering all aspect of the animation algorithm, the author is convinced
of the usability of the proposed techniques in the field of natural phenom-
ena. The acquired results are most promising, and considering the necessary
computation, perhaps even impressive.
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Foreword

“Today, a new Renaissance in 3D graphics is under way.”

- Tim Sweeney

Over the last years, graphic hardware has evolved drastically. The speed
at which the computational horsepower of the GPU -Graphic Processing
Unit- has increased lies far beyond the frontiers of the imaginable. Where
once an era existed in which the rendering of thousands of polygons was
considered to be an unattainable task, only a handful of years were needed
to allow the depiction of immense complex scenes consisting of hundreds of
thousands of polygons.

At present, GPUs are much more than solely superior calculators utilised
for the positioning of 3-dimensional entities in a virtual world. Since their
infant years, the GPU’s have evolved to the flexible parallel co-processors we
see before us today. Their increase in flexibility and computational efficiency
is truly staggering. With the new geometric shaders on their way, the near
future withholds exciting times.

During the years, we also witnessed the birth of GPGPU -General-Purpose
Computing on the GPU-. Being able to reprogram a fraction of the rendering
pipeline, GPU-programmers were now able to solve more general problems.
The simulation of physics and the animation process are two of the numerous
examples which currently lay dormant in the GPU and are currently being
explored. It is the latter which is researched in this thesis.

This thesis aims for the creation of an algorithm allowing the efficient
animation of hundreds of thousands of blades of grass in a physically-based
manner. In addition, this algorithm must be able to deform the geometry
of each blade individually while preserving the ability of rendering the scene
in real-time.
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“Animation isn’t an illusion of life, it is life.”

- Chuck Jones
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Chapter 1

Introduction

“In all things of nature there is something of the marvellous.”

- Aristotle

Over the last years, nature’s roll has become ever so important in the
field of real-time rendering and in game development in particular. Mother
Nature’s modest role in real-time applications was mainly caused by the
limited rendering capabilities of computer hardware. Because of their open
character and geometric complexity, rendering a convincing piece of virtual
flora may consume many resources. Fortunately, the once relatively slow
graphic-hardware has evolved to a flexible parallel supercomputer which
allows the rendering of computer generated images almost indistinguishable
from the real world. Furthermore, today, the modern GPU’s are able to
produce these images at a speed which allows for real-time interaction.

One of the many difficulties in attempting to visualise Mother Nature is
the large amount of individual entities. Examples are the many individual
leaves of a tree, the infinite raindrops during a storm and the countless blades
of grass. Although each and every element is negligible as an individual
entity, the combination of them all creates that impressive ’something’ which
is referred to as Nature. Since the coherence of all those little objects is of
the utmost importance when visualising a nature scene, a realistic virtual
world cannot be depicted by solely rendering a modest amount of natural
objects. That is one of the main reasons why realistic visualisations of
outdoor environments are rare in the field of computer graphics.

Although providing a realistic image helps to build up the wanted immer-
sive feeling, it is not sufficient for creating a believable realistic virtual world.
Animation is another important factor which has not been mentioned yet.
In a realistic outdoor environment, one is always capable of finding a moving
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entity. This may vary from the most important details such as the flowing
waters of a river, a wandering deer or a falling tree, to the most insignificant
ones, such as a moving ant or a waving blade of grass. Although, at present,
incorporating all these little details requires too many computations, elim-
inating too many will result in an artificial, unconvincing virtual world. A
static world is a dead one. As legendary Warner Bros. animation director
Chuck Jones once beautifully expressed: “Animation isn’t an illusion of life,
it is life.”

In this thesis, I will address one of the two requirements for providing
visual contentment of a particular natural object. More specifically, this
thesis will present a new method for animating large amounts of grass in a
physically-based manner while preserving the ability to render the scene in
real-time. However, the reader must be aware of the fact that the proposed
solution was created with real-time rendering in mind. That implies that
the presented solution results in an approximation, rather than a simulation
of the real world. To provide the reader with a feeling of the amount of
grass that is to be animated, figure 1.1 was incorporated.

(a) (b)

Figure 1.1: Figure (a) and (b) demonstrate the amount of grass. Figure
(a) presents a close-up view of the terrain, whereas (b) gives a zoomed-out
view of the same scene. The objective is to animate each blade of grass
individually in real-time.

The first step in describing the animation of a particular object is provid-
ing it with a geometric definition. How a certain object is rendered greatly
influences the animation process. Therefore, a brief summary of the latest
techniques for depicting blades of grass are presented in the second chapter.
How those particular grass representations are currently animated belongs
to the scoop of this chapter as well.
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An important chapter of this thesis is chapter 3. Here, the newly proposed
animation algorithm will be explicated in full detail. Aspects such as the
fundamental idea of the algorithm, the acquisition of the external forces
applicable on a particular blade and the compression of keyframe data are
three of the many problems on which this chapter focuses.

The next chapter discusses the relevant implementation details. Here, it
will be explicated how millions of blades of grass may be rendered in real-
time without monopolising the CPU. Non-trivial implemented solutions are
presented as well. This chapter may be considered as a guideline usable
during the implementation process.

A chapter is dedicated to presenting implementation “hints & tricks”. Al-
though the animation algorithm was not created for solving the problems
addressed in that chapter, making creative use of the algorithm allows for
nice visually appealing results to be obtained with minimal CPU interven-
tion.

The acquired results are presented in chapter 5. Here, the efficiency of
the animation algorithm is demonstrated by figures and absolute numbers.

The next chapter is dedicated to explicating in full detail how the use
of the infant geometry shaders may improve the overall performance of the
animation algorithm. This chapter is interesting for future implementations,
when the geometry shaders have reached adulthood.

Finally, the conclusions drawn by the author are presented in the last
chapter.
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Chapter 2

Grass Representations

“A visual representation is essential if we are to come to terms with what
it is we have done.”

- Alex Cox

In this chapter, an overview of the possible geometric definitions for virtual
grass will be given. Due to the chronological nature of this chapter, the
oldest grass rendering methods are covered first. As this chapter progresses,
more advanced techniques are discussed.

2.1 First Signs of Grass

For the discovery of the earliest virtual representation of grass, we have
to travel back in time to almost the very birth of 3D real-time rendering.
Before the modern 3D rendering pipeline became active, another alternative
was used for rendering 3-dimensional worlds. Unlike today, rendering a 3D-
scene did not include a series of matrix transformations, but rather casting
a number of rays throughout the scene. This technique is referred to as
raycasting and may be interpreted as a light-weight version of raytracing1.
Although it is relatively primitive, raycasting allows the texturing of sim-
ple geometric surfaces, which greatly enhances the realism of the rendered
scenes.

1Raytracing is a widely used technique for creating photorealistic computer generated
images. Although the produced images are of very high quality, at present, the necessary
calculations require too many resources for allowing real-time interaction. The term ray-
casting is used for the indication of a light-weight version of raytracing. Unlike raytracing,
raycasting does allow the rendering of a scene in real-time by stripping down the number
of rays.
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By using the raycasting algorithm, rendering grass was rather straightfor-
ward. Covering the ground with blades of grass was done by the attachment
of an appropriate texture on the ground geometry. However, this technique
has many disadvantages. The most obvious one is the low visual quality of
the produced output images. Another imported disadvantage is the inability
to animate the blades of grass, which is caused by the absence of a geometric
definition of each blade. Figure 2.1 demonstrates a grassy terrain rendered
by using the raycasting algorithm. The figures were created by a previous
work.

(a) (b)

Figure 2.1: Figures (a) and (b) are two output images taken from a relative
advanced raycasting engine. The ground is covered with an appropriate
texture to give the impression that it is layered with numerous blades of
grass, a rather ancient technique which has proven to be successful for many
years.

Simplistic as it may seem, covering the ground with a texture for the
visualisation of grass was widely used in a great number of applications.
Furthermore, in the year 2000 most video games only relied on this tech-
nique for the representation of virtual grass. It is remarkable how little grass
rendering techniques have evolved during those 7 years. Figure 2.2 demon-
strates an output image generated by a video game named “Summoner”,
which was released on October 25 in the year 2000. The in-game engine
depicts all grass by solely utilising a texture. Although the visual quality is
substantially better than that of figure 2.1, the underlying mechanism does
not differ. The superior image quality is acquired by applying a number of
advanced filtering techniques during the texturing process.

Today, appropriate texture maps still form the basis for depicting grass.
The more advanced rendering engines cover the ground with a grassy texture
and use other techniques for visualising more detailed blades of grass.
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Figure 2.2: This image was generated by the rendering engine of the video
game “Summoner”. It demonstrates how little grass rendering techniques
have evolved between the years 1993 and 2000. Most games still made use of
an appropriate texture for simulating grass, and thus, relied on the rendering
method introduced 7 year ago.“Summoner”, Violition c© 2000 [vi01]. All
Rights Reserved.

2.2 Billboarding and Sprites

Billboarding is another technique which has been used widely for the de-
piction of grass. Unlike the previous discussed representation, this technique
utilises polygons for the geometric definition of a group of blades. By em-
ploying this geometric description, limited animation may be obtained. The
rest of this section is dedicated to explicating in full detail how animated
grass can be acquired by utilising the billboarding technique. Both the
rendering and animation process will be covered.

2.2.1 Rendering

The billboarding technique makes use of camera-facing polygons for the
representation of more complex entities such as fire, smoke or small plants.
These polygons are covered with a special texture which mostly consists of a
foreground and an invisible colour. The combination of the camera-oriented
polygon and the semi-transparent texture are often referred to as a sprite.
They originally descended from 2D video games in which they were utilised
for the description of the animation of a particular 2-dimensional entity.
After a number of years, when 3D graphics became more evolved, they
were integrated in more complicated 3-dimensional scenes. A successfully
used sprite creates the illusion of a full 3-dimensional object, rather than a
flat polygon. Figure 2.1 (b) demonstrates such a sprite. The illusion of a
transparent sphere was created by the use of a spherical projection of the
current frame in a camera-oriented 2D circle.
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Figure 2.3: This figure demonstrates an output image generated by the
benchmarking tool “CodeCreatures”. The rendering engine is one of the
first which utilised the billboarding technique for the depiction of grass.
“CodeCreatures”, Codecult c© 2002 [Cod02]. All Rights Reserved.

Today, sprites are widely utilised for the depiction of numerous blades of
grass. Figure 2.3 demonstrates an output image generated by the bench-
marking tool “CodeCreatures” [Cod02]. Rather than making use of camera-
facing quads, this rendering engine simulates grass by using strategically
placed billboards. During the animation process, each individual polygon
used for the display of a patch of grass, can easily be distinguished , a task
which becomes easier as the camera’s view-direction becomes less perpen-
dicular to the polygon’s normal. Unfortunately, such camera perspectives
are not rare. A first-person camera looking down or a third-person cam-
era positioned higher than his centre-of-interest are two common examples
that easily expose the 2D-nature of these sprites. Once the illusion of a 3D-
object is eliminated, the sense of realism of the grass fades out as well. This
is considered to be an important disadvantage resulting from the use of this
technique. However, if the illusion holds out, beautiful convincing pieces of
botany can be obtained while making use of a relatively little amount of
resources. Figure 2.4 demonstrates that by presenting an output image gen-
erated by the video game “Elder Scrolls 4: Oblivion”. That engine makes
use of “SpeedTree”, which is considered to be the most popular set of tools
for creating realistic outdoor environments.

Throughout the years, much research has been done to improve the visual
quality of the billboarding method. Techniques for incorporating shadows
and improving the shading quality were developed successfully. Even though
those techniques are very intriguing, this thesis focuses on the animation
aspect. Those techniques are therefore not included. For more information
on these rendering methods, the reader is referred to [Wha05] and [EG05].
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Figure 2.4: This figure presents a computer-generated image taken from
the video game “Elder Scrolls 4: Oblivion”. The engine makes use of
“SpeedTree” for the rendering of the botany. The herbaceous plants seen
on the figure are rendered by making use of the billboarding technique. As
the figure demonstrates, the concealment of the 2D-nature of the sprites re-
sults in beautiful convincing botany. “Elder Scrolls 4: Oblivion”, Bethesda
Softworks c©2006 [Sof05]. All Rights Reserved. “SpeedTree”, IDV c©
2002 [IDV02]. All Rights Reserved.

2.2.2 Animation

In [Fer04] Pelzer describes three different animation techniques which can
be utilised for the acquisition of animated blades of grass. Although each
technique produces different results, they all make use of the same funda-
mental idea. The animation of a particular group of blades is acquired by
a horizontal translation of the two top vertices of the polygonal billboard.
Pelzer suggests utilising the goniometric function sinus as a weight for the
displacement vector. Hence, the two top vertices are defined by:

V
′
= V + σ sin(ωx)∆, (2.1)

With V
′
and V representing the displaced and original vertex respectively.

The parameters ω and σ reflect the speed of the animation and the magni-
tude of the wind respectively.

Although the equation 2.1 may produce relatively realistic results, numer-
ous problems arise as well. One of the those problems is the lack of control
over the animation. By utilising the equation 2.1, a periodical movement
of the blades is obtained. Different motions can be acquired by altering
the parameters ω and σ. However, empirical results proved that those pa-
rameters solely produce visually appealing results for a modest amount of
different values. Utilising the “wrong” values will result in an unconvincing
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and highly unrealistic animation.

Another problem that emerges by using that particular technique is the
variable length of the blades. Although Pelzer does not explicate this in full
detail, it is the main cause of the small interval at which σ may vary. A
great value of σ will result in a large displacement of the upper vertices and
thus, greatly altering the length of the blades which significantly reduces the
realistic value of the rendered scene. Hence, this animation method solely
allows for subtle winds. Large magnitude wind forces cannot be simulated,
which is considered by the author to be the main flaw of this technique.

Although this animation technique is a highly simplistic one, Pelzer in-
troduces a concept which is one of the fundamental ideas behind the newly
proposed animation algorithm. He describes the animation of a particular
billboard by making use of two displacement vectors. Utilising a number
of displacement vectors for the definition of an arbitrary animation, is a
concept which is exploited by the proposed animation algorithm.

2.3 Shell-Based Rendering

Rather than reinventing new methods for the depiction of numerous
blades of grass, a number of techniques have been adopted from other fields
of computer graphics. One of those techniques is shell-based rendering. This
technique was introduced by Lengyel [Len00] in the year 2000 and was ori-
ginally utilised for the visualisation of realistic looking fur. A number of
researchers noticed the similarities between fur and grass and attempted to
make use of this technique for the acquisition of realistic virtual grass. How
this technique is integrated in the field of grass rendering will be discussed
in the rest of this section. Both animation and rendering aspects will be
covered, as was done in the previous section.

2.3.1 Rendering

As the name already implies, shell-based rendering utilises a number of
shells for the visualisation of fury entities such as fur and grass. A shell
consists of a polygonal layer extruded parallelly above another shell (or the
surface) covered with a texture which partially encodes the geometry of a
group of blades at a specific height. Grass is obtained by the use of a large
number of shells, which when viewed from a distance, create the illusion of
a volumetric entity. The principal idea of this technique is visual presented
by figure 2.5. The figure was copied shamelessly from the bachelor thesis of
Sheppard [She04].
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Figure 2.5: This figure presents the fundamental idea behind the shell-based
rendering technique. Furry entities are depicted by rendering numerous
parrallelly extruded polygonal layers, which are referred to as shells, covered
with a semi-transparent diffuse texture map. Each shell partially encodes
the geometry of numerous blades at a specific height. The figure was copied
shamelessly from the bachelor thesis of Sheppard c© 2004 [She04].

An important disadvantage resulting from the use of this technique, is the
moderate visual quality obtained when looking parallelly with the volumetric
entity’s surface, in other words, a camera perspective with a view direction
which is perpendicular with respect to the normals of the shells. Figure
2.6 illustrates that problem by demonstrating two output images generated
by a modified third-party open-source demo developed in the year 2002 by
Tomohide Kano [Kan02]. The demo was obtained from the ATI developer
website [dwTpD].

The moderate visual quality is mainly caused by the gap existing between
two consecutive shells. That may result in a geometric discontinuity, a pro-
blem which can be solved solely by reducing the space between two sequential
shells, and thus adding more polygonal layers (presuming that the length
of the rendered hair or grass is to be preserved). It also implies that the
rendering of longer hair (or higher grass) requires more polygonal layers.
The best image quality is obtained when no discontinuities are present,
which may require a tremendous amount of layers. However, when viewed
more closely, another problem arises. The implicit geometric description
introduces excessive blur. This makes distinguishing each hair in figure
2.6 (b) a difficult task. Although it does not present a severe problem
when rendering fur, when used for the depiction of grass, this may result
in an unrealistic appearance of Mother Nature’s most common member. A
third disadvantage is the possibly inefficient use of today’s modern graphic-
hardware. Utilising a large amount of layers may slow down the rasterization
process caused by excessively addressing the same pixel per frame.

Since, this section only discussed the most fundamental ideas of the shell-
based rendering technique, the reader is referred to [WB06], [BMB03] and
[She04], for a more detailed explication.
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(a) 20 shell-layers (b) 80 shell-layers

(c) 20 shell-layers (d) 80 shell-layers

Figure 2.6: This figure presents 4 output images which were acquired by
utilising the shell-based rendering technique. Figure (c) exposes the artefacts
that may arise due to the implicit geometric description of the fur. Note the
discontinuity of the hair when making use of a relatively modest amount of
polygonal layers. These artefacts can be eliminated by enlarging the number
of shells, which is demonstrated in figure (d). The introduced excessive blur
however, is a side effect which cannot be dealt with. Note: exposure of these
artefacts may require to zoom in on the figures since they were resized for
fitting the page. A zoomed view of figure (c) is presented in appendix A.
The 4 images were obtained by employing a modified version of Tomohide
Kano’s fur rendering demo c© 2002. [Kan02].
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2.3.2 Animation

Although the physical movement of fur closely resembles that of grass,
their physical appearance greatly differ. It is doubtful that this technique
is the right approach for rendering realistic virtual grass due to the moder-
ate visual quality resulting from it. Nonetheless, numerous attempts have
been made to incorporate hair animation techniques for the depiction of
animated blades of grass. Although a small number of variations exist, all
animation techniques are based on the same fundamental idea, which is the
displacement of a number of shell layers. These displacements manipulate
the geometric properties of the grass and hence, animation is acquired.

How the polygonal layers are to be displaced can be defined in numerous
ways. One possible approach was presented in the year 2002 by Bakay et
al. [BH02]. In their implementation, they associate each shell vertex with
a corresponding wind vector, which was computed during a pre-processing
stage. Animation was acquired by moving each vertex along his wind vector.
The vertex displacement was implemented by utilising the programmable
graphic hardware, which greatly reduces the CPU-load. In addition, they
also presented a technique which guaranteed a constant length for each blade
of grass. A disadvantage of their animation technique is the static nature of
the wind source which is caused by making use of pre-processed computa-
tions. By utilising a pre-processing stage, Bakay et al. explicitly eliminated
the possibility of dynamic wind vectors and with it, fully dynamic wind
sources.

Another technique for acquiring animated blades of grass was presented
by Wüthrich and Banisch [WB06] in the year 2006. They integrated a mass-
spring system for describing the animation of a group blades of grass. In
their implementation, each series of shells is connected to numerous springs,
which are deformed by the external forces. The term “series of shells” is used
to indicate the group of polygonal layers which are extruded parallelly above
each other starting from the surface to the most upper shell. They form a
group because they each contribute to the geometric description of the same
blades of grass. The deformation of the springs results in a displacement of
the shell layers, and thus, modify the geometric description of each blade.
Physically-based animation is achieved by incorporating Newton’s law du-
ring the spring deformation. Unlike Bakay’s approach, this technique doesn’t
guaranty a constant length for each blade of grass.

Although both techniques successfully animate each blade of grass, they
both fail to provide the individual control over each blade. All blades de-
fined by the same series of shells are obligated to be animated in the same
manner. This side effect is caused by the static textures which are used for
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the geometric description of the grass. A displacement of a series of shells
will result in an equal displacement of all blades defined by that particular
shell group. Thus, determining the level of control over the animation is
done by defining the size of each polygonal layer.

2.4 3-Dimensional Geometry

Depicting each blade of grass separately has long been considered to be
an unattainable task. Numerous blades have been clustered for an extended
period of time to simplify the rendering process. However, in the year 2006,
Boulanger et al. [MASP05] proved that a large amount of grass may be
rendered in real-time while representing each blade as a number of polygons
and thus, as an individual entity. In addition they proved that this amount
of grass may be rendered while incorporating dynamic lighting with global
and self-shadowing. The proposed rendering algorithms are impressive and
the visual results are staggering. Hence, they are considered by the author
as pioneers who might revolutionise the grass rendering techniques.

The remainder of this section is dedicated to explicate the basics of this
rendering technique. Since this thesis focuses on the animation aspects,
the interested reader is referred to Boulanger’s original work for a detailed
explication of the advanced shading algorithms, [MASP05].

2.4.1 Rendering

The rendering process of this technique is rather straightforward. By
making use of the highest attainable geometric detail, each blade of grass
consists of a number of polygonal segments. In general, each segment takes
the form of a rectangular shape. The polygonal segments are utilised to
approximate the overall form of the blade. This robust skeleton model is
thus refined by the use of an alpha channel, which defines the final form of
the blade. In the fragment shader each pixel is tested to be sure whether or
not it belongs to the final geometry of the blade, a process also referred to
as the alpha test. If a particular pixel passes the alpha test, it is coloured by
using a diffuse texture map. If it fails, the pixel is discarded. This technique
may be utilised for depicting beautiful blades of grass in real-time, which
is demonstrated by figure 2.7. The figure presents a screenshot taken from
the pioneering work of Boulanger et al. The realistic value of the rendered
scene is remarkable.

Although the blades in figure 2.7 are visually stunning, no animation is
incorporated. All of the beautifully depicted blades of grass are of a static
nature, which makes the rendered scene appear as a synthetically computer
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generated virtual world during real-time rendering. As was explicated pre-
viously, animation is responsible for creating vivid entities. Static blades
of grass do not create the illusion of a convincing realistic piece of botany.
Thus, the virtual world created by Boulanger et al., although visualy stun-
ning, lacks that particular “something”, making it separable from a realistic
one.

(a) 20 shell-layers

Figure 2.7: This figure present some result which were acquired by Boulanger
et al. Their algorithms allow the rendering of beautiful blades of grass in
real-time with dynamic lighting and shadowing. The blades, however, are
of a static nature. Boulanger et al. c© 2006 [MASP05].

Since this rendering technique is a rather young one, not many efforts
have been made for incorporating animation during the rendering process.
Only one animation method of which the blades of grass are depicted in a
somewhat similar manner, has been discovered by the author. The anima-
tion technique was introduced by Perbet and Cani, in the year 2001 [PC01].
Unfortunately, their animation process is not explicated in full detail in their
published paper which made it extremely difficult to extract useful informa-
tion. In addition, although they claim to utilise 3D-dimensional models for
the highest level of detail, this is questioned by the author since the blades
appear to have been projected on a 2D-plane. Nonetheless, they have ob-
tained reasonable results.
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Chapter 3

Physically-Based Animation

“Breathless, we flung us on a windy hill, laughed in the sun, and kissed the
lovely grass.”

- Rupert Brooke

Knowing the numerous possible geometric definitions for grass, choosing
the most appropriate one for the acquisition of physically-based animation is
now feasible. This chapter starts by determining which rendering method is
the most suitable when physically-based animation is to be achieved. Next,
a detailed explication of the newly proposed animation algorithm is given.
The last section is dedicated to presenting compression techniques which
may be utilised for reducing the necessary amount of memory to store the
keyframe data.

3.1 Geometric Definition

As was mentioned before, the geometric description of a particularly en-
tity greatly influences the animation process. Furthermore, some geometric
representations do not allow for a certain goal to be achieved. The shell-
based approach for instance, does not allow the individual animation of a
single blade of grass. It is therefore important to keep the goals in mind
while choosing the most suitable geometric representation. The main goals
of this thesis are the following:

• large amount of real-time animated blades of grass

• each blade of grass animated individually

• fully dynamic wind sources positioned arbitrarily at any given time

• total control over the animation
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• minimum CPU-workload to allow the processing of other tasks

• high rendering and animation quality

Although most of the discussed geometric representation allow the achieve-
ment of many of the goals stated above, all representation but one failed to
provide a suitable solution for achieving one particular objective. More
specifically, they eliminated the ability to animate each blade of grass indi-
vidually. Both the billboarding and shell-based rendering techniques cluster
numerous blades of grass to reduce the necessary amount of computations.
This grouping is performed in such a way that it creates a correlation be-
tween each blade of grass and some of its near neighbours. The animation
of a particular blade will therefore influence multiple neighbouring blades
of grass. This is not the case when utilising 3-dimensional models for the
geometric representation of each blade. Each blade is treated as an indi-
vidual entity with its own properties and hence, may be animated with no
external influences. Therefore, the use of 3-dimensional models for the ge-
ometric definition of each blade was considered to be the most suitable for
achieving the main objectives of this thesis. A visual presentation of the
chosen geometric description is demonstrated in figure 3.1.

(a)

Figure 3.1: This figure presents the geometric description which was consid-
ered to be the most suitable for achieving the goals of this thesis. Each blade
of grass is represented by a number of quads and is treated as an individual
entity. Hence, individual animation of each blade of grass is attainable.
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3.2 Animation Algorithm

This section will discuss the proposed animation algorithm in great detail.
It starts by presenting the most fundamental idea on which this animation
technique is based. Aspects such as the calculation of the individual external
forces, the deformation of the blade’s geometry and the smoothing of the
animation are examples which will be covered as well.

3.2.1 Fundamental Idea

Over the years, numerous animation techniques have been developed with
great success. Although the underlying mechanics of all these animation
methods vary much (free form deformation, keyframing, forward and inverse
kinematics, . . . ), they all have one mutual characteristic. The use of each
technique results in a number of poses, which follow-up nicely. By rapidly
displaying each pose, the illusion of animation is created. The blending of
two sequential poses is a mental procedure, which is performed automatically
by the human mind when each pose follows-up rapidly enough. The human
brain internally creates the poses lying in between. Hence, describing the
animation of an arbitrary object is achievable by defining a set of poses:

Eanim = Posei, (3.1)

with Eanim a set of poses defining the animation of a arbitrary entity and
Posei a particular pose.

Although a very impressive tool, the human brain has it limitations. The
blending of two different poses solely takes place when they differ slightly
and are presented in rapid succession. A failure to satisfy both requirements
will eliminate the illusion of animation. Therefore, it is important to provide
enough poses when trying to animate a particular object.

How does one define a pose? Starting from a reference object, a particular
pose may be considered as the result of a deformation of the geometry of the
reference object. Hence, animation is defined as a series of deformations,
which alter the geometric definition of the animated entity. Kinematical
modelling and free from deformation are two examples which use geomet-
ric deformation for the acquisition of animated entities. This theorem is
mathematically described by the following formulas:

Pose = d(Eref ) (3.2)

Eanim = di(Eref ), (3.3)

with d a deformation function and Eref an arbitrary reference object.
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However, consider the case in which a 3D-model of a human arm is willing
to reach a particular point in a 3D-space from a current pose (A). The arm
may be animated by using an inverse kinematical model, which will result
in a particular pose (B). However, the same result could be obtained when
displacing each vertex of the 3D-model in pose (A) so that it fits pose (B).
Hence, rather than considering the animation process as the deformation
of a particular entity, it may be considered as a displacement of numerous
points in a 3-dimensional space. Thus, each pose of a particular entity may
be acquired by adding a number of vertex displacements to the vertices of a
reference pose. This implies that each pose may be specified by an array of
vertex displacements. The only requirement is a static geometric complexity
of the object and thus, a constant number of vertices. The following formula
described this theorem mathematically by:

Epose = Eref + ∆pose, (3.4)

Eanim = Eref + ∆i, (3.5)

with Epose, Eref and ∆pose vectors of equal dimension. ∆pose consists of the
vertex displacements, whereas ∆i is a set of displacements arrays.

The displacement of vertices by making use of displacement vectors is a
process which requires a minimum of resources. Therefore, it is in general
much more efficient to animate objects by using equation 3.5 instead of
utilising numerous deformation techniques. Unfortunately, defining these
vertex displacements is not trivial. Nonetheless, this property is exploited
in the newly proposed animation technique.

The smallest set of poses which define a particular movement unambigu-
ously is referred to as a series of keyframes. Each keyframe contributes to the
description of the movement, which implies that the removal of one would
result in another animation. Thus, all possible movements of a particular
entity may be defined by specifying a set of numerous series of keyframes.
When dealing with complex entities such as humans or animals, storing this
set would require too many resources. Fortunately, we are dealing with a
highly simplistic object, namely, a blade of grass. Thus, storing all possible
animations of such a blade is achievable.

Although keyframes unambiguously define a particular movement, utilis-
ing solely these keyposes does not suffice for the acquisition of a smoothly
animated entity due to the relative large dissimilarity that exists between
two sequential keyframes. Frames lying in between must be generated if
smooth animation is to be obtained. This process is often denoted by car-
toonists as in-betweening. It is a procedure in which cartoonists draw frames
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lying in between two sequential keyframes created by a senior or key anima-
tor. In computer animation, this process has been automated by utilising
a number of interpolation techniques, which makes it possible to create the
frames lying in between in real-time.

The fundamental idea of the proposed animation algorithm is the linkage
of keyframes with an external force. Applying such a force to a blade of grass
will result in a deformation of the geometry, which may be described by the
use of a keyframe, and thus an array of vertex displacements. Animation
is acquired by computing these external forces in real-time and calculating
the corresponding vertex displacements, which are added to the vertices of
the blade in neutral position.

3.2.2 Calculation of the External Forces

The first step of the proposed animation algorithm is the acquisition of
the external forces which influence the geometry of a blade of grass. Each
force may be described by using a direction vector of which the magnitude
encodes its strength. Hence, all forces can be described by the use of a
3-dimensional vector

−→
F .

The main goal of this thesis is the creation of a CPU-friendly animation
algorithm. In order to satisfy the condition of a minimal CPU-workload,
traversing all blades of grass in a single frame is not feasible due to the
large amount of individual blades. This implies that the linkage of the
external forces and a particular blade cannot be realised in real-time by
the traversal of all blades of grass. Although a pre-processor stage could
be utilised to solve this problem, the dynamic nature of the wind sources
eliminate this possibility. Hence, a form of object clustering is required.
Section 2.3 already adverted that this may create a correlation between
each object incorporated by the cluster, which may influence the animation
process. However, individual control over each blade is another requirement
which the animation algorithm must satisfy. That implies that each blade
of grass must potentially be subjected to a unique force. Thus, utilising the
same force for each blade included by a cluster is not feasible. Ideally, the
introduction of object clustering would not influence the animation process.

The proposed algorithm which may be utilised for the specification of
the individual force applicable on a particular blade of grass, uses object
clustering in combination with unique interpolation coefficients. Numerous
blades are grouped together forming a single rectangular cluster, which may
be considered as a bounding box. The acquisition of the individual forces
is a two-phased process. The first stage involves the computation of the
forces applicable on each point of the top or bottom surface of the bounding
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box. Interpolation of these forces is performed in the second phase, which
results in an individual force for each blade of grass. Figure 3.2 presents the
algorithm visually.

Figure 3.2: This figure demonstrates the algorithm for obtaining the indi-
vidual force which is applicable on a arbitrary blade of grass. The cluster’s
bottom surface is denoted by the points Pi. The first stage consists of the
computation of the forces fi. Those vectors are input variables for the sec-
ond phase. In a pre-processing stage each blade has been linked with four
different interpolation coefficients, which reflect the blade’s dependency of
each force. These weights are utilised for the computation of the individual
interpolated force in point Pc.

The four input forces acting on each point of the cluster’s bottom or top
surface may be acquired in numerous ways. Once again a balance must be
obtained between the computational requirements and the realistic value of
the simulation. A number of fluid dynamics models have been developed over
the years which provide a very good approximation of reality [SF93], [Sta01].
Although visually very appealing due to their physically-based algorithms,
the many computations involved make them less usable for real-time pur-
poses. A more suitable solution was introduced in the year 2006 by Martin
and Parberry [MP06]. Their algorithm simulates a dynamic pressure driven
wind system in real-time with only a fraction of the CPU’s processing power.
Covering the details of that paper, however, does not belong to the scoop of
this thesis. The intrigued reader is therefore referred to their original paper.

As was mentioned previously, the second phase of the algorithm involves
an interpolation of four wind vectors. During the interpolation process four
coefficients are employed which may be considered as weights reflecting the
dependency of a particular point in respect to the four input forces. Hence,
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the individual force in an arbitrary point Pc in the cluster may be acquired
by a linear interpolation of the input forces. The following formula describes
this process mathematically:

fc =
4∑

i=1

δifi = δ1f1 + δ2f2 + δ3f3 + δ4f4, (3.6)

with fc the force applicable in point Pc and δi the interpolation coefficients.
The weights used in equation 3.6 are acquired by utilising a local coordi-
nate system specified by the cluster’s bottom surface. More specifically, this
coordinate system is described by the normalized vectors

−−−→
P1P2 and

−−−→
P1P3.

Hence, each point Pc in the cluster may be described by a 2-dimensional co-
ordinate of which the components lie in the interval [0; 1]. The interpolation
weights may be computed by the following formula:

δi = |Pix − Pcx| × |Piz − Pcz|, (3.7)

with the subscript x and z presenting the x and z component respectively.

Due to the many vectorised computations involved, the calculation of
equation 3.6 is a very suitable task for the GPU. Moving the interpolation
process to the GPU is therefore feasible. Rewriting the equation to its
matrix equivalent is interesting because it guaranties the full usage of the
graphic-hardware’s computational horsepower and is therefore more suitable
for implementation purposes. Hence, equation 3.6 is transformed into the
following formula:

fc = Mδc =

 f1x f2x f3x f4x

f1y f2y f3y f4y

f1z f2z f3z f4z




δ1

δ2

δ3

δ4

 =

 fcx

fcy

fcz

 (3.8)

3.2.3 Linkage of Keyframes and External Forces

As was mentioned previously, the fundamental idea of the newly proposed
animation algorithm is the linkage of keyframes with a corresponding exter-
nal force affecting a blade of grass in neutral position. Although this idea
is the result of individual contemplation, it is interesting to mention that
this technique has been utilised in the past for the physically-based ani-
mation of trees [WVHR06]. Figure 3.3 presents this concept visually. For
clarity, only 2-dimensional movement was incorporated. The acquisition of
the 3-dimensional equivalent is trivial.
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Figure 3.3: This picture demonstrates the linkage of the keyframes with
an external force. Each keyframe ki defines the pose of the blade of grass
when affected by a force fi. The illusion of animation is acquired by the
calculation of an external force and utilising the corresponding keyframe.

Note however, that only horizontal forces are incorporated. The main
reason for introducing this simplification of reality is due to the character-
istics of the forces involved. The main goal is to animate countless blades
of grass, which are influenced by external forces emerging from a wind field.
That flow field may be considered as a global force, which affects each in-
dividual entity in the virtual world. Solely employing horizontal forces for
the description of the wind field suffices to provide a good approximation of
the reality. Consider the case of a human being travelling across the beach.
During his travels, many forces emerging from a wind field may affect the
balance of this particular person. Although not completely accurate, this
person has the impression that his entire body is influenced by pure hori-
zontal forces. Another example is the manner of how wind is described in
general. The description of a wind field consists mostly of a compass rose
and a direction vector. The lack of a third dimension on the compass rose
implies that a 2-dimenstional direction vector suffices to define an arbitrary
wind flow accurately. Hence, utilising solely horizontal forces for the defi-
nition of the wind field, does not necessarily degrades the realistic value of
the virtual world.
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3.2.4 Keyframe Acquisition

As was mentioned before, a series of keyframes define a particular ani-
mation unambiguously. It is therefore not difficult to comprehend that a
correlation exists between the quality of the animation and the keyframes
themselves. There are numerous ways for creating acceptable keyframes.
One possibility is through the use of 3D modelling software. By utilizing
such a software, an animator is in charge for creating visually appealing
keyframes. This, however, is a labour-intensive task, which requires time
in order to reach perfection. In addition, the quality of the animation is
subjective to the animator’s interpretation of a realistic animation.

Rather than creating keyframes manually, this process could be automated
by the use of a physically-based simulation. In the year 2003, Ye Zhao et
al. [XWK03] presented a method to animate light-weight deformable entities
such as feathers and soap bubbles, which are immersed in a flow field. Wind
was modelled by utilising a relatively new model in the field of fluid dynam-
ics donated as the Lattice Boltzman Model. Their algorithm successfully
animates the deformable objects by considering the external forces emerg-
ing from the wind field. A slightly modified version of their technique could
be utilised for the creation of the keyframes, which define the animation of
a blade of grass.

Each keyframe may be considered as a particular pose of a blade of grass.
As was mention previously, each pose may be encoded as a displacement of
numerous vertices in respect to a reference entity. Thus, each frame could
be defined as a displacement array. Making use of this definition for the
description of a particular keyframe is interesting, since it allows sending
a static reference model of a blade to the GPU. A particular keyframe is
obtained by the displacement of each vertex of the reference model by uti-
lising the displacement vectors defining that particular keyframe. This may
be implemented easily by exploiting the programmable graphic-hardware.
Figure 3.4 presents the underlying idea visually.

Adopting the same notations of figure 3.4, the following simple formula
may be utilised for the acquisition of a particular keyframe:

V ′
i = Vi + ∆i for i > 1. (3.9)
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Figure 3.4: This figure demonstrates the acquisition of a particular keyframe
by utilising its displacement vectors and a reference model, which, in this
case, is a blade of grass in a neutral pose. The keyframe is obtained by trans-
lating each vertex of the reference model by its corresponding displacement
vector (∆i). Provided with the reference model and the displacement vec-
tors, the acquisition of a particular keyframe may be implemented efficiently
by exploiting the programmable graphic-hardware.
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3.2.5 Keyframe Selection

Once provided with the keyframes and an external force applicable on a
blade of grass, the corresponding keyframe must be depicted so that the
illusion of animation may commence. Selecting the proper keyframe is not
as trivial as one might believe at first sight. Consider figure 3.5 for exam-
ple. The figure demonstrates the non-intuitive effect when deforming two
blades of grass with an opposite orientation. Figure (a) presents both blades
in a neutral pose. Their orientation is denoted with the normals Ni. The
resulting deformation when a force F is acting on both blades, is depicted
in figure (b). Although both B1 and B2 are perceptually equal, each blade
is deformed by using a different keyframe due to their opposed orientation.
More specifically, blade B1 is obtained by utilising the symmetrical coun-
terpart of the keyframe which defines B2 and vice-versa. This non-intuitive
side-effect is caused by the adverse orientation of both blades. This implies
that the keyframe selection process is influenced by the orientative attributes
of each blade. Hence, rather than solely considering the absolute positions
of the blades and the applicable forces, the orientative characteristics must
be incorporated during the keyframe selection process as well. In the case
of a 2-dimensional animation, the main question to be answered is whether
or not a force is acting on the back or on the front of the blade of grass.
Provided with this answer, the proper keyframe may be defined.

(a) (b)

Figure 3.5: This figure demonstrates the non-intuitive effect when deforming
two blades of grass with an opposite orientation. Figure (a) presents both
blades in a neutral pose. Their orientation is denoted with the normals
Ni. The resulting deformation when a force F is acting on both blades, is
depicted in figure (b). Although both B1 and B2 are perceptually equal,
each blade is deformed by using of different keyframe due to their opposed
orientation.
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The question of whether or not a force is acting on the back or on the
front of the blade of grass, is actually very similar to the backface culling
problem. By examining the relation between the camera’s view direction and
a polygon’s normal, the backface culling algorithm eliminates all polygons
of which solely the back is visible in respect to the camera. Since both the
view direction of the camera and the force applicable on a blade of grass
are described by direction vectors, this technique may be adopted to define
whether a force is applicable on the front of back side of a blade of grass.
Provided with this answer, the proper keyframe may be defined.

The backface culling algorithm determines the polygon’s orientation in
respect to the view direction by examining the dot product of the camera’s
direction vector and the polygon’s normal. By adopting the assumption
made in a previous work [DF06], three different scenarios may arise:

−→
C •

−→
N < 0: the polygon’s back is visible−→

C •
−→
N > 0: the polygon’s front is visible−→

C •
−→
N = 0: the polygon’s side is visible,

with
−→
C and

−→
N presenting the camera’s view direction and the polygon’s

normal which is pointing towards the outside. A minimal modification of
the input vectors makes the same argumentation usable in the context of
the animation algorithm:

−→
F •

−→
N < 0: the force is applicable on the back of the blade−→

F •
−→
N > 0: the force is applicable on the front of the blade−→

F •
−→
N = 0: the force is applicable on the side of the blade,

with
−→
F the vector defining the force, and

−→
N the normal which specifies

the blade’s orientation. The assumption is made that the normal is pointing
forwards. Hence, the back/front-problem is reduced to the following formula:

−→
F •

−→
N = FxNx + FyNy + FzNz. (3.10)

Although equation 3.10 is a highly optimised solution to the problem, the
characteristics of the external forces may be exploited to further improve
the efficiency of this algorithm. The horizontal nature of the external forces
renders the influence of the y-component futile. Hence, both vectors may
be projected in the xz-plane, which reduces the necessary computations:

−→
F ′ •

−→
N ′ = F ′

xN ′
x + F ′

zN
′
z, (3.11)

with
−→
F ′ and

−→
N ′ the 2-dimensional projected vectors consisting of the x and z

component of the vectors
−→
F and

−→
N respectively. Although this information
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suffices in the case of a 2D-animation, the 3-dimensional equivalent requires
more specific data. In this case, each keyframe is dependant of the angular
information of the external force and the blade’s normal. That angle may be
utilised for selecting the proper keyframe. The following mathematical for-
mula may be employed for specifying the exact angle ω between the vectors−→
F ′ and

−→
N ′:

ω = arccos

( −→
F ′

‖F ′‖
•
−→
N ′

‖N ′‖

)
. (3.12)

3.2.6 Smoothing the Animation

Making use of solely the provided keyframes for the acquisition of a
keyframed animation may result in abrupt movements due to the relatively
small similarities that may exist between two sequential keyframes. Hence,
smoothing the animation mostly consists of a generation of frames lying in
between two sequential keyposes. In this section three feasible solutions are
presented which can be utilised for smoothing the animation of a blade of
grass when provided with a number of keyposes.

The first algorithm utilises linear interpolation to generate numerous poses
lying in between two sequential keyframes. The displacement vectors of the
generated pose are acquired by interpolating the displacement vectors of
the keyframes i and i + 1. Figure 3.6 (a) demonstrates this process. A
disadvantage resulting from this technique is the varying length of the blade
of grass. Nonetheless, it has proven to be useful due to the computational
efficiency. In addition, when utilising enough keyframes, the blade’s length
error is negligible. By making use of this technique, poses are generated by
the following formula:

Poseg = Eref + δi∆i + δi+1∆i+1, (3.13)

with δi and δi+1 the interpolation weights which sum to 1.

A more computational alternative is the use of spherical linear interpola-
tion (SLERP). Unlike its more linear counterpart, this technique guaranties
a constant length of the blade of grass and thus, produces higher quality
poses. This algorithm is visually presented by figure 3.6 (b). For conve-
nience’s sake, only the vertices of interest are depicted. The interpolated
pose is generated by a spherical linear interpolation of the displacement
vectors of two sequential keyframes:

Poseg = Eref +
sin (δiωj)
sin(ωj)

∆i +
sin (δi+1ωj)

sin(ωj)
∆i+1, (3.14)
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with δi and δi+1 the same interpolation weights used in equation 3.13, and
ωj the angular difference of the vectors

−−−→
P0Pi,j and

−−−−−→
P0Pi+1,j when adopting

the same notations of figure 3.6:

ωj = arccos

 −−−→
P0Pi,j∥∥∥−−−→P0Pi,j

∥∥∥ •
−−−−−→
P0Pi+1,j∥∥∥−−−−−→P0Pi+1,j

∥∥∥
 ,

with • and
∥∥.∥∥ denoting the dot product end the norm respectively.

Although the latter technique produces higher quality poses, the neces-
sary resources dampen its practical use. The computation of equation 3.14
requires for the calculation of three sinusoidal values, which are best avoided
due to their relatively high computational expense. In addition the angle
ωj must be determined as well. Therefore, the highly efficient equation 3.13
may prove to be more suitable for implementation purposes when aiming
for real-time interaction. However, when provided with the luxury of non-
interactivity, spherical linear interpolation is best to be utilised due the
superior quality of the generated poses.

(a) Linear interpolation (b) Spherical linear interpolation

Figure 3.6: This figure demonstrates the acquisition of a pose lying in be-
tween two sequential keyframes. Figure (a) demonstrates a generated pose
by making use of linear interpolation, whereas (b) visualises the interpo-
lation process by utilising spherical linear interpolation. For convenience’s
sake, only one generated vertex is depicted in figure (b). To facilitate the
comparison process, the result of the linear interpolation is reflected by the
blue line in figure (b). Notice how SLERP preserves the length of the blade
of grass.
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Although both interpolation techniques provide a feasible smooth anima-
tion, they both require additional computation to generate numerous poses.
However, the acquisition of a smooth animation is possible without the over-
head introduced by an interpolation process. When provided with a great
number of animation keyframes, a smooth animation may be achieved by
solely making use of these keyposes. Rather than interpolating between
two consecutive keyframes, the keypose which resembles the wanted pose
the most is depicted. However, that introduces a small spatial error due
to the discretization of the animation. Fortunately, that is not noticeable
when utilising a large number of keyframes. Since this method eliminates
the need of an interpolation process, it is by far the most computationally
efficient. However, it does require the largest amount of memory. Empirical
results proved that 1000 keyframes were sufficient for the acquisition of a
completely smooth 2D-animation. Section 3.3 will demonstrate that that
amount of keyframes requires approximately 720.000 bits (≈ 87, 89KB) to
be stored in memory. Keeping in mind that graphic-hardware with on-board
memory expressed in gigabytes is finding its way to the commercial market,
that may hardly be considered as a disadvantage. Therefore, this method
may be considered as the most suitable one for smoothly animating a blade
of grass in real-time, since it eliminates the need for generating new poses
and thus, requires the least amount of computational resources.

3.3 Keyframe Compression

An imported disadvantage when utilising keyframes for the acquisition
of animation, is the large amount of memory needed to store its description.
Successfully displaying a particular animation requires for all keyframes to
be stored in memory. When considering each keyframe as an individual
object, the amount of memory to store an animation is the multiple of the
number of keyframes and the memory needed to store the geometric data
of the reference object. When animating a complex entity, the redundant
information is considerable. It is therefore important to use an efficient
description for each keyframe to reduce the amount of necessary memory to
a minimum.

Although the geometry of a blade of grass is far from being a com-
plex one, a form of lossless compression is feasible. Numerous properties
could be exploited to minimalise the necessary amount of memory to store
each keyframe. Starting by considering each keyframe as an individual 3-
dimensional model, when utilising the same geometric description as in fig-
ures 3.4 and 3.3 the total amount of memory needed for storing a single
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keyframe consists of eight1 3-dimensional coordinates.

In general, it is much more efficient to store the displacement vectors
instead of the geometry of the keyframe itself. Static vertices don’t require
a displacement vector to be stored, which may reduce the necessary amount
of memory considerably when dealing with highly detailed models. Consider
the case of someone moving his or her arm. The 3-dimensional model of that
person may consist of hundreds of thousands of vertices, of which only a
very small portion is dynamic during animation. It is trivial to comprehend
that storing each static vertex more then once, does not contribute to the
description of the animation. Hence, a reference model may be utilised
for the definition of all static vertices. Although a blade of grass is not a
complex entity, figures 3.4 and 3.3 expose the presents of such static vertices.
By eliminating these vertices, solely 6 vertices are to be stored.

Symmetrical properties may be exploited as well to obtain a more compact
compression of each keyframe. Although a deformation of the geometry of a
blade of grass takes place during animation, each deformation must satisfy
the following two requirements:

• none may alter the length of the blade

• none may scale or stretch the blade.

Therefore, to guaranty the satisfaction of both requirements, each polygon
which partially defines the geometry of a blade is considered as a rigid body.
Although not completely physically accurate, integrating that limitation al-
lows a better compression for each keyframe to be obtained. In addition,
it deteriorates the visual quality of the virtual blades of grass minimally.
An individual polygon which partially defines a blade’s geometry is hence-
forth referred to as a grass segment. Considering each grass segment as a
rigid body implies a constant distance between each point which define that
particular segment. Hence, each displacement vector, which is used for the
description of the keyframes, defines the altered positions of two vertices
of the reference model. Figure 3.7 demonstrates that visually. Hence, each
keyframe may be described by using solely half the amount of displacement
vectors.

The bilateral structure of the geometry is not the only symmetrical at-
tribute which may be utilised for the acquisition of a better compression.
The symmetric character of the animation itself may be exploited as well.

1Although figures 3.4 and 3.3 only expose 4 vertices, the total number of vertices
defining the geometric description of the blade of grass is 8. The 4 invisible vertices are
directly behind the visible ones. Note that grass is visualised by the use of a 3-dimensional
model of which the figures present a side-view of.
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Figure 3.7: This figure demonstrates the manner of how a better compression
may be obtained by considering each grass segment as a rigid body. As the
figure demonstrates, due to the solid geometry of the grass segments, each
displacement vector defines the new position of a pair of vertices. Both ver-
tices Vi and V ′

i and translated by the same displacement vector ∆i. Hence,
each keyframe may be described by making use of only half the number of
displacement vectors, which halves the necessary amount of memory as well.
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Consider the case of a blade of grass deformed by an external force described
by the direction vector

−→
F . The corresponding deformation is defined by the

displacement array ∆ and results in pose P . The main question that is to
be answered is the following: which displacement array would correspond
with the force vector -

−→
F ? Due to the symmetrical nature of the animation

and the geometry of the blade, the latter deformation results in the mirror
reflection of pose P . This is trivial since both forces will equally deform
the blade, although in the opposite direction. Thus, each series of vertex
displacements defining a particular keyframe implicitly defines two poses,
namely, the original keyframe and its symmetrical counterpart. Hence, all
keyframes presented in figure 3.3 define all possible poses that can occur dur-
ing the 2-dimensional animation. Figure 3.8 demonstrates the acquisition
of the mirror reflection of a particular pose by utilising its corresponding
vertex displacements. Making use of the animation’s symmetrical charac-
teristic, the total amount of keyframes can be halved, which reduces the
amount of memory by a half.

Figure 3.8: This figure presents the acquisition of a particular keyframe’s
symmetrical counterpart by the use of its displacement vectors. As the
figure demonstrates, the bilateral keyframe is obtained by mirroring the
original keyframe with respect to the reference model. Each vertex V ′′

i is thus
obtained by a translation of the corresponding vertex of the reference model
in accordance to the mirror image of the displacement vector ∆i. More
specifically, each vertex Vi is displaced with the vector ∆′

i, which is obtained
by changing the sign of the x-component of ∆i. Note however, that changing
the sign of the x-component for the acquisition of the vector ∆′

i is solely
feasible when defining the y-axis as the elongation of the reference model,
and the x-axis perpendicular with respect to the y-axis and traversing the
vertex V1.
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(a) Mirror plane x = 0 (b) Mirror plane z = 0

Figure 3.9: This figure present a method for the acquisition of four different
poses by utilising a single keyframe. Starting from a force f1 which deforms
a blade of grass, a second force f2 may be obtained by mirroring f1 in respect
to the plane x = 0. Both forces deform the blade of grass by applying an
equally great force upon the blade of grass and thus, both deformations
may be deducted from the same keyframe. By mirroring both forces f1

and f2 according the plane z = 0, two other forces may be acquired, which
influences the blade of grass in an equal amount as well. Hence, since all
forces apply an equal amount of force to the blade, all deformations could
be describes by utilising the same displacement array. Analogously as in
2D, the acquisition of the proper displacement vectors may be realised by
changing the signs of the x and/or z component.

When incorporating 3-dimensional forces, this characteristic may be ex-
ploited even further. The symmetrical nature of the animation allows for
the acquisition of four different poses by solely utilising a single keyframe.
Each keyframe may be mirrored with respect to the y and/or z-axis to ob-
tain a different pose. Hence, using solely a quarter of all possible poses may
suffice to describe the complete animation of a blade of grass. Figure 3.9
demonstrates this concept visually.

The last compression technique is not a lossless one. As section 4.4.1 will
explicate later, utilising a 16-bit precision suffices for describing the keyframe
data. No visual artefacts arise when each component of the displacement
vector is described by 16-bits. Hence, the necessary amount of memory may
be reduced by a half.

The efficiency of the combination of all presented compression techniques
is demonstrated by the following example. Suppose one is willing to describe
the animation of a blade of grass consisting of 8 segments and thus 32 3-
dimensional vertices, by providing 1000 different poses. Both are realistic
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numbers. The total amount of memory consumed when not applying a single
compression technique is:

1000∑
(32× 3× 32 bits) = 3.072.000 bits ≈ 375KB.

By utilising all of the presented compression techniques the necessary amount
of memory is reduced to:

250∑
(15× 3× 16 bits) = 180.000 bits ≈ 21, 97KB.

Thus, memory consumption was reduced by 94, 14%. However, making use
of the symmetrical properties of the animation requires for additional poses
to be extracted from particular keyframes. Avoiding these calculations is
feasible. Compressing all data without exploiting the symmetrical character-
istics of the animation implies that each pose is to be stored as an individual
keyframe. In that case the total amount of necessary memory is:

1000∑
(15× 3× 16 bits) = 720.000 bits ≈ 87, 89KB,

which still results in a good compression of 76, 56%.
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Chapter 4

Implementation Details

“Knowledge is of no value unless you put it into practice.”

- Anton Chekhov

This chapter discusses some of the more important aspects of the imple-
mentation. It starts by giving a brief explanation of the rendering pipeline
of a singular blade of grass. Next, numerous techniques are presented which
allow for the implementation of the animation algorithm by making full use
of the programmable graphic-hardware.

4.1 Depiction of a Blade of Grass

Each blade is modelled by using two parallel cubic Bézier splines. Em-
ploying parametric curves for the geometric definition is interesting because
it allows for the specification of a particular level of detail. Provided with
two parallel Bézier curves, polygonal quads are generated by specifying two
sequential points on a curve. Hence, the quad is defined by the two selected
points and their corresponding points on the other parallel curve. In this
process the texture coordinates are generated as well. During the rendering
of a blade, each quad is layered with an alpha channel which defines the
overall shape of the blade. Different alpha channels may be utilised for each
blade to create a variety of botany. When a particular pixel passes the alpha
test, its final colour is defined by a diffuse texture map. Additional effects
may be acquired by a manipulation of the diffuse colour. The cell-shaded
look is created by a memberwise multiplication of the alpha channel and
the diffuse colour, which darkens the edges of the blade. In addition, the
v-component of the texture coordinate may be utilised for the creation of
the shadowing illusion. When numerous blades of grass are presented at a
great density, many blades possess the characteristic of being more exposed
to light at the top of the blade. That property may be utilised to enhance

41



Master Thesis

the rendering quality. Note however, that utilising an appropriate diffuse
texture map allows for the acquisition of these effects as well. The rendering
pipeline of a blade of grass is visually presented by figure 4.1. Two blades
of grass with a different level of detail are depicted in figure 4.2.

Figure 4.1: This figure demonstrates the rendering pipeline of a blade of
grass. Starting with two parallel cubic Bézier splines, a beautiful blade of
grass is created.

Figure 4.2: This figure presents two blades of grass with a different geometric
description. The use of Bézier splines easily allows for the acquisition of
multiple levels of detail.
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4.2 Algorithm Overview

Before giving a more detailed description of the possible implementations
of the proposed animation algorithm, it may be useful to classify the respon-
sibilities of both the CPU and GPU.

First of all, the CPU is in charge of acquiring keyframes. Those
keyframes may be read from a file or may be generated prior to the render-
ing of the virtual scene. The current implementation allows specifying the
number of blade segments during the start-up sequence of the application.
The entire animation algorithm is adapted to that variable, which allows
rendering a scene with different levels of detail with the same executable.
In a pre-processing stage, all keyframes are generated on the fly.

After the acquisition of the keyframes, the interpolation weights can
be computed for each blade of grass. Since those weights and keyframes
are both static during the depiction of the scene, they can both be computed
in a pre-processing stage.

During the rendering of the virtual scene, the main task of the CPU is
providing the GPU with rendering data . A large portion of that data
is the geometry of each blade. Since the animation process is entirely imple-
mented in the graphic hardware, providing the GPU with static rendering
data suffices. That allows storing the geometry of all blades in display lists
or vertex buffer arrays, which may speed up the rendering process consider-
ably.

Another important task which the CPU must deal with is the computa-
tion of the external forces applicable on the top vertices of the clusters.
That data must be provided to the GPU as well.

Since the CPU is solely in charge of computing the external forces ap-
plicable on the clusters and providing the GPU with rendering data, it is
save to state that a sub-goal of this thesis has been achieved, namely, the
acquisition of a CPU-efficient algorithm.

The responsibilities of the GPU are many. First of all, the four input
forces must be interpolated for acquiring the individual force applicable
on each blade of grass. Hence, the proper keyframe must be selected .
That process requires for specifying the wind direction with respect to the
blade’s orientation. Once that information is available, the vertex can be
translated by employing the keyframe data and thus, altering the geometry
of the blade. Smoothing the animation is optional since this process
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may be eliminated by employing a great number of keyframes. After the
displacement of the vertex, that vertex must be transformed to its world
space coordinates to create a uniquely positioned blade of grass.

Once the robust polygonal geometry of the blade is set, the blade’s final
form is acquired by subjecting all pixels to the alpha test . That process
takes place in the fragment shader. If a particular pixel passes that test, it
is given a final colour .

The full animation pipeline is depicted in figure 4.3.

Figure 4.3: This figure presents the full animation pipeline.
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4.3 Geometric Instancing

Rendering a large number of simple geometric entities may drastically
slow down the performance when sending each individual object to the GPU.
The excessive number of draw calls may monopolise a large portion of the
CPU’s processing power and thus, leaving a small amount of resources for
other tasks. More severely, it may suffocate the CPU completely. In this
case, the rendering data cannot be provided to the GPU quick enough, which
may leave the GPU idle at intervals. Hence, a large portion of the GPU’s
computational horsepower is wasted.

The main problem is caused by the existing imbalance between the work-
load of the CPU and GPU. When each draw call consumes a portion of the
CPU’s processing power, which is proportionally larger than the necessary
computations needed to process the data by the GPU, merging a number of
individual draw calls in a single one is feasible.

Geometric instancing [Car05] is a technique which helps to reduce the
CPU overhead when depicting a large number of objects that share the same
geometric characteristics. By utilising this technique, the many individual
objects are fused in a single draw call and are considered by the GPU as
one complex entity. The different attributes of each (diffuse colour, position,
scale, . . . ) are applied by the GPU during processing which results in an
illusion of individually independent entities. Due to the existing geometric
similarity between each blade of grass, this technique is highly suitable to
increase the rendering efficiency and to minimize the chance of creating a
CPU-bound application.

The current implementation utilises a technique which is referred to as
vertex constant instancing [Car05]. By using this instancing method, multi-
ple copies of a reference model (in this case a blade of grass) are stored in a
vertex array. The characteristics of each object are specified by associating
each vertex with a number of vertex attributes, which are employed in the
vertex shader for the creation of a unique individual object. The current
implementation links each vertex of a blade with the interpolation weights,
the world space coordinates and the blade’s orientation.

As was previously mentioned, a particular keyframe of a blade of grass is
described as a series of displacement vectors. Those vectors are to be added
to the corresponding vertices of a reference object to acquire the particular
keypose of the blade. Storing multiple duplicates of the reference object in
a single vertex array allows for the animation algorithm to be implemented
elegantly. Since the vertices originate from the reference object, adding
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the displacement vectors directly to the input vertices of the vertex shader
suffices for the acquisition of a correctly deformed geometry. After the dis-
placement, each vertex may be converted to its world space coordinates to
obtain a uniquely positioned blade of grass.

For a more detailed presentation of the geometric instancing technique,
the reader is referred to [Car05], where Carucci describes three more geo-
metric instancing techniques. The more API specific details are described
in [NVI] and [NVI04a].

4.4 Keyframe Access in the Vertex Shader

The main goal of this thesis is the acquisition of a deformed geometry of
a blade of grass caused by an external force applicable on this particular
blade. As was previously mention, each deformation may be considered as
a displacement of numerous vertices. Displacing vertices is a task which
may be implemented with ease by making use of the modern GPU’s pro-
grammable hardware and more specifically, the vertex shader. Utilising the
vertex shader for the acquisition of a deformed geometry implies that the
keyframe data is to be accessible by the vertex shader.

This section discusses two feasible methods for making the keyframe data
accessible to the vertex shader. The first method utilises a texture map
which possesses encoded data, whereas the second stores the displacements
vectors as uniform data.

4.4.1 Vertex Texture Fetch

Utilising the vertex shader for the acquisition of a deformed geometry
implies that the keyframe data is to be accessible by the vertex shader. At
present, two possible methods exists to make uniform data accessible to a
vertex or pixel shader. One may provide the data in the form of a texture
map or by using an uniform array. Utilising a texture lookup table has two
important advantages. First of all, it allows for storing a huge amount of
data. The combination of a GeForce 8800 GTS and OpenGL 2.0 permits to
store textures of a size up to 8096×8096. A second advantage is the graphic
card’s highly optimised uniform architecture of the youngest generation of
NVIDIA graphic cards (8X00 series), which allows for extracting texture
data in the vertex shader at a very high speed. In the past, all graphic cards
consisted of separate pixel and vertex-pipelines. It was the pixel-pipeline
which had the fastest access to texture data. In fact, texture data was
not available to the vertex shader until the introduction of the 6X00 se-
ries. However, the latest generation of both NVIDIA and ATI (2X00 series)
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graphic cards utilise stream processors, which may process both shader and
pixel data. This new trend in the graphic hardware is also referred to as a
uniform architecture [NVI06b]. Due to the adaptable streaming processors,
texture data is available in the vertex shader at a very high speed. It also
implies that the ATI’s soon-to-be-launched graphic hardware implements
texture fetch in the vertex shader as well. At present, no ATI hardware
implements vertex texture fetch.

However, using a texture lookup table introduces a problem. The stan-
dard 8-bit precision which is utilised to encode each RGBA-channel does not
suffice to encode a component of the displacement vector. In the current
implementation the keyframes are created in such a way that each displace-
ment lies in the interval [−1; 1]. Hence, the precision error may be described
by the following formula:

δ8 = max|x− d8 ◦ e8(x)| =
∣∣∣∣ 1
231

− 1
27

∣∣∣∣ ≈ 7, 9125× 10−3,

with d8 and e8 functions which de- and encode an arbitrary floating point
x by making use of 8-bit precision respectively. Figure 4.4 (a) presents this
imprecision visually in the context of keyframe data. The geometrical error
in (a) is clearly visible, which implies a necessity of a greater precision. By
utilising two of the four colour channels, a greater accuracy can be obtained.
In this case the maximum error is:

δ16 = max|x− d16 ◦ e16(x)| =
∣∣∣∣ 1
231

− 1
215

∣∣∣∣ ≈ 3, 05175× 10−5.

Figure 4.4 (b) visually demonstrates the preciseness of the 16-bit encode-
ment. The reconstructed and original keyframe are indistinguishable, which
implies that 16 bits suffices for encoding the keyframe data. The current
implementation encodes a single component of the displacement vector by
employing two colour channels. The utilised mathematical functions are
defined as follow:
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e1(x) = round

(
(x + 1)× 255

2

)

e2(x) = round(x− d1 ◦ e1(x))× 27 × 255

d1(x) =
2x

255
− 1

d2(x) =
x

255× 27
,

with round a function which transforms a floating point to an integer. The
fundamental idea behind e1 is mapping the interval [-1;1] to [0;255]. The
precision error of e1 is encoded by e2. A 16-bit reconstruction of an encoded
floating point is obtained by adding d1 and d2 together. Note however, that
the colours are normalised by the graphic hardware. Hence, the division of
255 in d1 and d2 is not necessary when decoding in the shaders.

(a) 8-bit precision (b) 16-bit precision

Figure 4.4: This figure demonstrate two reconstructed blades of grass which
were encoded with a different precision. The black silhouette in figures (a) en
(b) presents the original keyframe. The precision errors are clearly visible in
figure (a), whereas the blade in figure (b) follows the black silhouette nicely.

4.4.2 Uniform Data

The other alternative, and perhaps the most trivial one, is to provide all
data in the form of a uniform array. That however, introduces a memory-
related problem. Hanák explicates in his Phd thesis that each uniform
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constant is connected to a constant register in the graphic card’s mem-
ory [Han05]. Hence, the number of constant registers unambiguously de-
fines the maximum amount of memory which may be employed for storing
constant uniform data. This number is dependent of the utilised shader
model [NVI04b]. At present, using (perhaps the most popular) shader model
3.0, the number of constant registers are relatively spare. When combining
the Open Graphics Layer Shading Language (GLSL) with a Nvidia Geforce
8800 GTS graphic card, the number of constant registers is restricted to
1024. Hence, a maximum of 1024 displacement vectors may be stored in lo-
cal memory. Section 3.3 already explicated that the number of displacement
vectors utilised for the description of a singular keyframe is positive corre-
lated with the geometric detail of the blade of grass. Hence, when animating
a complex geometric model, 1024 displacement vectors may not suffice. Al-
though this type of data storage is clearly limited, it may be utilised as a
last resort.

Section 3.3 explicated that a 16-bit precision suffices to describe the com-
ponents of the displacement vector. That characteristic may be exploited to
increase the maximum amount of keyframes which may be stored in a uni-
form array. The fundamental idea is the encodement of two 16-bit floating
points in a single 32-bit floating point by making use of a similar encoding
process which was used to encode keyframe data as colour channels. The
following coding functions may be utilised:

merge(f1, f2) = m1(f1) + m2(f2)

m1(x) = round

(
(x + 1)× 216

2

)
× 1

216

m2(x) =
m1(x)

216

extract1(x) =
round

(
x× 216

)
215

− 1

extract2(x) = x× 216 − round(x× 216).

merge is a 2-dimensional function which takes two floating points of the
interval [−1, 1] as input and combines them in a single 32-bit floating point.
From this number, both f1 and f2 may be extracted by making use of
extract1 and extract2 respectively. This encodement process guaranties full
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16-bit precision and may thus be utilised to compress the keyframe data.
By employing this encodement method, approximately 2000 displacement
vectors can be stored in a uniform array. When the geometric complexity
of each blade is relatively low, this amount may suffice to acquire a smooth
animation.

The main limitation of this technique is the result of the small amount
of constant registers which are provided by shader model 3.0. Although, at
present, shader model 4.0 is solely supported by the new DirectX 10 [NVI06a],
it is interesting to note that model 4.0 provides 16 constant buffers consisting
of 4096 registers. Hence, the main limitation of this technique is eliminated
when utilising the youngest shader model. Thus, in this case the main deci-
sive factor when considering both the texture lookup table and the uniform
array is the speed at which the data is available to the vertex shader.

4.5 Cluster Discretisation Artefacts

Section 3.2.2 previously introduced the concept of object clustering, which
is utilised for drastically reducing the CPU’s workload. Ideally, no distorted
results are acquired when numerous blades are clustered in a single grid. The
interpolation between the four external forces applicable on the top vertices
of the bounding volume was initially introduced to eliminate the possible
discretization artefacts. Unfortunately, the interpolation process solely suf-
fices under certain circumstances. Figure 4.5 demonstrates an example of
the possible discretization artefacts.

(a) Discretisation artefacts (b) True soluation

Figure 4.5: This figure demonstrates the discretization artefacts that may
arise when clustering numerous blades of grass. The blue sphere present a
wind source. The red colour of each blade reflects the force magnitude of
the applicable force.
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The artefacts in figure 4.5 (a) are caused by the highly concentrated
wind force emerging from the blue sphere. Similar as with light, wind may
be described by a number of parameters which provide more control over the
animation. The current implementation defines the wind with the following
formula:

−−−→
wind =

normalise
(−−→
WP

)
× ω∥∥−−→WP

∥∥σ , (4.1)

with
−−→
WP a vector from the position of the wind source (W ) to a particular

point in space (P ), ω the emissive power of the wind source and σ a variable
which reflects the concentration of the wind. A higher value of σ will spread
the same amount of wind in a more local environment.

Artefacts start to arise when high values are used for σ. That will cause
the wind to be attenuated abruptly. The sudden transition in figure 4.5 be-
tween the blades subjected to a force and the blades in neutral pose demon-
strates such an abruptly eliminated force. Artefacts are visible when solely
three vertices of the bounding volume are subjected to an external force,
which is demonstrated in figure 4.6.

Figure 4.6: This figure presents the main cause of the discretization arte-
facts. When three points of the bounding volume are subjected to an exter-
nal force, the linear nature of the interpolation is clearly visible.

The most trivial solution is decreasing the size of the clusters. That
will result in a more accurate specification of the forces applicable on each
particular blade since the four interpolated forces are less distant. However,
more CPU processing power will be necessary. Figure 4.7 presents the results
when differently sized clusters are used.
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(a) (b)

(c) (d)

Figure 4.7: This figure presents the individual force applicable on each blade
by making use of differently sized clusters. figure (d) present the true so-
lution. Fortunately, as figure (b) demonstrates, not an excessive amount of
clusters are necessary for approximating the true solution.

52



Master Thesis

Another method for eliminating the discretization artefacts is the delay
of the attenuation factor until the calculation of the individual forces. The
four input forces of the interpolation process are thus the normalised vec-
tors

−−→
WPi multiplied with the emissive power of the wind source. After the

interpolation, the magnitude of the vector is altered with respect to the dis-
tance of the blade to the wind source. That however, requires for the wind
source position to be available in the vertex shader. The fundamental idea of
this method is the specification of the wind direction through interpolation,
hence the force’s magnitude is defined with respect to the distance between
the blade and the wind source. This is actually the same principle as equa-
tion 4.1, the main difference is the level on which the equation is applied.
Whereas the first method computes on cluster level, the latter computes
on blade level. Finally, the results acquired when the incorporation of the
attenuation is delayed, are presented by figure 4.8. As the figure demon-
strates, no artefacts are present. The different shaped clusters all produce
the same results.

Although the second method may produce better result with fewer clus-
ters, one must be aware of the additional computations. The overall at-
tenuation must be computed for each vertex, which results in an increased
GPU-workload. In addition, implementing support for multiple wind sources
may prove to be troublesome since the spatial attributes of each wind source
must be available to the vertex shader.
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(a) (b)

(c) (d)

Figure 4.8: This figure presents the forces applicable on each blade when
the attenuation of the wind force is delayed until the computation of the
individual forces. The four figures prove that no discretization artefacts
arise when utilising this technique.
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Chapter 5

Hints & Tricks

“Fake it until you make it.”

- Steven Tyler

The animation algorithm was created with real-time rendering in mind.
That implies that the result of the algorithm is an approximation of the
reality, rather than a simulation. A characteristic of many real-time ap-
plications is the simplification of many incorporated physical laws. When
implementing a particular effect, developers often face the challenge of find-
ing the perfect balance between the necessary computations and the visual
quality. Therefore, the reality is often stretched and simplified.

This chapter presents numerous techniques which simulate a number of
real-life physical effects in a visually appealing manner. In addition, they
do not introduce additive computations. However, one must be aware that
those techniques are not physically correct and are not considered by the
author as full solutions. The implementation “hints & tricks” in this chapter
produce feasible results with minimal computations and hence, may prove
useful in the field of real-time rendering.

5.1 Blocking the Wind

The animation algorithm allows for a global wind to be applicable on
each blade of grass. However, blocking objects such as houses or stones
have not been considered yet. This section presents a method which allows
to eliminate wind in user specified areas.

As was previously mentioned, the virtual world is divided into a number
of grids. On the top-surface of these clusters the applicable wind force is
computed and hence, interpolated on the GPU for the acquisition of the
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individual external force acting on each blade of grass. Thus, by eliminating
the forces acting on the points of a cluster’s top surface, none of the blades
incorporated by that cluster will be subjected to an external force. That is
the fundamental idea of this technique.

Consider a scene in which numerous blades of grass are surrounded by
high walls. In general, none of the blades are subjected to the general
wind due to the blocking nature of the walls. The wind blockage may be
simulated by creating a grid with the same measurements as the bounding
volume which incorporates all walls. When the bounding volume nicely fits
the original grids, a number of those grids may be merged for approximating
the area surrounded by the walls. Figure 5.1 (a) demonstrates that idea.
The blue lines and green area present the blocking walls and the windless
area respectively. The red dots are grid points in which the applicable force
is eliminated.

However, the geometry of the bounding volume can rarely be approxi-
mated by using rectangular grids. Fortunately, the rectangular shape of the
grid is not a requirement. That particular shape was solely chosen because
it facilitates the computation of the interpolation weights for each blade of
grass. Hence, a complex bounding volume may be approximated by altering
the shape of the neighbouring grids. That is demonstrated by figure 5.1 (b).

(a) (b)

Figure 5.1: This figure demonstrates the acquisition of a windless area by
eliminating the applicable force of a number of points. The blue lines and the
shaded area present the blocking objects and the windless area respectively.
In rare cases, the bounding volume incorporating the blocking objects can
easily be approximated with the original grids (a). However, a more complex
area may be described by altering the shape of the neighbouring grids (b).

56



Master Thesis

5.2 Faking Collisions

Until now, solely a general force such as wind, which influences a great
number of blades of grass was considered. However, in real life, many indi-
vidual entities may apply a local force rather than a global one. For instance,
when two entities collide, they both are subjected to a force of which the
magnitude and direction is defined by the laws of physics. Many of those are
simplified in real-time applications to increase the computational efficiency.
Nonetheless, their aim is to simulate physical processes with visually ap-
pealing results.

This section described a technique which may be utilised for simulating
the collision of arbitrary entities with numerous blades of grass. Again,
the reader must note that the technique is not a solution to the collision
problem, it is an approximation which may be utilised to produce feasible
result with minimal computations.

Section 3.2.2 already explicated that the wind may be described by the
following mathematical formula:

−−−→
wind =

normalise
(−−→
WP

)
× ω∥∥−−→WP

∥∥σ .

The influence of the parameter σ was discussed as well. A small value will
cause the wind to spread out, whereas a large value will solely influence the
blades locally. The fundamental idea behind the technique is considering
each entity which collides with numerous blades of grass as a locally con-
centrated force source, which is henceforth referred to as the collision force.
That will cause the surrounding blades of grass to bend which creates the
illusion of interaction. Figure 5.2 demonstrates that idea visually.

The collision force of simple entities such as a sphere can easily be de-
scribed. Linking the centre of the sphere with a point wind source suffices
to cause the surrounding blades to bend nicely. More complex object such
as shoe can be approximated with an ellipsoidal force source.

A greater visual quality of the collision animation may be acquired by
smoothly attenuating the magnitude as the distance from the colliding en-
tity increases. That creates the illusion that the blades of grass closest to
the colliding entity are pushing the blades which are more distant from the
object.
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(a) Colliding sphere (b) More complex

Figure 5.2: This figure demonstrates how a collision between entities and
blades of grass may be simulated. The green and red area present the geom-
etry of the entity and force magnitude respectively. Considering each object
as a locally concentrated force source will cause the surrounding blades of
grass to bend nicely. As figure (b) demonstrates, the collision force of more
complex objects may be approximated with ellipsoidal force sources.

5.3 Visibility Culling

The animation algorithm utilises bounding volumes for clustering numer-
ous blades of grass. However, the concept of a bounding volume was intro-
duced many years ago in the context of optimisation techniques. Since the
clusters utilised by animation algorithm do not differ, they may be employed
to speed up the rendering process as well.

Two popular optimisation algorithms which utilise bounding volumes are
frustum and occlusion culling. The Frustum culling technique specifies
whether or not an arbitrary object is positioned in a particular subspace
defined by a number of planes. When defining the subspace as the camera
viewing frustum, objects which are not visible to the camera are culled. That
may speed up the rendering process drastically with no visible artefacts.

Whereas frustum culling eliminates all objects which are not positioned
in a particular subspace, occlusion culling tries to cull all hidden objects. A
box positioned behind a wall, which is thus not visible, will ideally be culled
by the occlusion culling algorithm. Similar as frustum culling, this technique
introduces bounding volumes as well to minimise the time complexity of the
algorithm.

Since this section is solely dedicated to making the reader aware of the
optimisation possibilities, the reader is referred to [DeL00] and [WB05] for
a more detailed explication of both culling techniques.
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Chapter 6

Results

“Work joyfully and peacefully, knowing that right thoughts and right efforts
will inevitably bring about right results.”

- James Lane Allen

This chapter presents numerous visual and numeric results which were
acquired by using the proposed animation algorithm. All figures were gener-
ated by an implementation written in C++ in combination with the cross-
platform library Simple DirectMedia Layer [cpml] and the Open Graphic
Layer API [SWND05]. The shaders were written in the OpenGL Shading
Language [Ros06].

The current implementation solely supports a 2-dimensional animation of
a blade of grass. That was done deliberately since the main goal of this thesis
was the creation of a new feasible animation algorithm. The implementation
was considered to be a secondary objective. Furthermore, the 3D equivalent
can easily be obtained by employing the techniques discussed in this thesis.
Nonetheless, all aspects but the 3-dimensional animation were implemented.

6.1 Visual Results

Figure 6.1 visualises the three most important aspects of the animation
algorithm. The animated blades in (a) are obtained by selecting the near-
est keyframe linked to the force applicable on the blade. 1000 keyposes
are utilised which eliminates the need for in-betweening. The interpolation
weights and the bounding volumes which are utilised for the computation
of the external forces are visualised in (b). The magnitude of these forces
are depicted in figure (b).
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Section 3.2.2 introduced the concept of object clustering, which is utilised
for drastically reducing the CPU’s workload. Figure 6.2 proves that no
distorted results are acquired by making use of differently shaped clusters.
The clustering of numerous blades does not influence the animation, which
was one of the many requirements of the animation algorithm.

(a) Animated blades (b) Interpolation weights (c) Force magnitude

Figure 6.1: This figure presents the three most important aspects of the
animation algorithm.

Figure 6.2: This figure demonstrates that the introduction of clusters does
not influence the animation process.
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A big contribution of this thesis is the acquisition of the unique individual
external forces which are computed on a per blade basis. This allows for each
blade to be animated individually and with the utmost accuracy. Figure 6.3
demonstrates the result of a point wind source acting on a patch of grass.
Due to the individual forces, the blades of grass separate beautifully. This
is an effect that all the animation techniques discussed in chapter 2 fail
to provide. The result when applying a general wind force is depicted in
figure 6.4.

Figure 6.3: This figure demonstrates the utmost accuracy of which the newly
proposed animation algorithm allows to deform each blade of grass.
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(a) No wind (b) gentle breeze from the left

(c) Strong wind from the left (d) Strong wind from the right

Figure 6.4: This figure presents he result when applying a general wind force
on each blade.
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The current implementation supports multiple wind sources. Figure 6.5
presents two scenes consisting of three wind sources with different char-
acteristics of which each contributes to the external force applicable on a
particular blade of grass.

(a) (b)

(c) (d)

Figure 6.5: This figure demonstrates two different scenes consisting of three
wind sources which affect each blade of grass. Figures (a) and (b) de-
pict 40000 individually animated blades of grass at 650 frames per second,
whereas (c) and (d) depict 360.000 animated blades at a frequency of 78Hz.
Notice how beautifully the wind sources react with one another.

One of the implementation tricks presented in chapter 5 was the creation
of windless areas. The result when utilising the technique discussed in sec-
tion 5.1 is depicted in figures 6.6 and 6.7. That chapter also presented a
method for simulating the collision of arbitrary entities and numerous blades
of grass. The results of this technique is depicted in figure 6.8 and 6.9.
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Figure 6.6: This figure presents a windless area. The walls are blocking
objects which do not allow the traversal of the wind.

Figure 6.7: This figure present numerous blades of grass outside the windless
area. The interpolation process gradually eliminates the applicable wind on
each blade when approaching a wall. That also eliminates the possibility of
a blade moving through the wall.
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Figure 6.8: This figure presents a solid sphere which is colliding with numer-
ous blades of grass. The collision was simulated by considering the sphere as
a local wind source. This causes the surrounding blades to bend beautifully.

Figure 6.9: This figure presents a lowly positioned camera colliding with
numerous blades of grass.

Figure 6.10: An arbitrary virtual nature scene is depicted in this figure.
The scene consists of 360.000 individually animated blades of grass and is
rendered at 41Hz.
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General hardware
CPU AMD Athlon64 4000+
CPU clock 2.64GHz
Memory 2 x 512MB DDR400

Graphic hardware
Graphic card GeForce 8800GTS
Memory 320MB
CPU clock 600MHz
Memory clock 1750MHz
Stream processors 96

Table 6.1: Test setup.

6.2 Numeric Results

This section demonstrates the animation algorithm’s complexity in abso-
lute numbers. The results were acquired by using numerous benchmarks.
The test-machine’s hardware is summarised in table 6.1, which is followed
by the benchmark results in table 6.2.
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Blades Seg. Polygons Disp. Vertices FPS N FPS T FPS U
40.000 4 160.000 560.000 433 400 364

160.000 4 640.000 2.240.000 206 170 155
360.000 4 1.440.000 5.040.000 98 78 69
640.000 4 2.560.000 8.960.000 58 47 40

1.000.000 4 4.000.000 14.000.000 39 28 25
40.000 8 320.000 1.200.000 365 328 305

160.000 8 1.280.000 4.800.000 111 98 92
360.000 8 2.880.000 10.800.000 57 44 41
640.000 8 5.120.000 19.200.000 33 25 23

1.000.000 8 8.000.000 30.000.000 23 16 15
40.000 16 640.000 2.480.000 214 198 177

160.000 16 2.560.000 9.920.000 58 52 46
360.000 16 5.760.000 22.320.000 31 24 21
640.000 16 10.240.000 39.680.000 18 13 12

1.000.000 16 16.000.000 62.000.000 12 8 7

Table 6.2: This table presents the benchmarking results with the variables:
“Blades” the number of blades in the scene, “Seg.” the number of seg-
ments of which each blade exists, “polygons” the total number of rendered
polygons, “Disp. Vertices” the total amount of displaced vertices, “FPS
N”the frames per second (FPS) when not animating the blades, “FPS T”
the FPS when animating with texture fetch and finally “FPS U” the FPS
when animating with uniform arrays.
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Chapter 7

Future Work

“The future belongs to those who see possibilities before they become
obvious.”

- John Sculley

At present, the entire animation algorithm is based on the capabilities
of shader model 3.0. That has the advantage of being compatible with the
older graphic-hardware. However, it introduces excessive computations as
well. The attentive reader may have noticed the many computations which
are computed at vertex level. Some of which involve the interpolation of the
external forces, the computation of the force magnitude, the specification of
the wind direction, and the keyframe selection. Since these attributes are
not variable per vertex, it is much more efficient to specify these attributes
at object level, rather than per vertex. Unfortunately, shader model 3.0 does
not allow this type of flexibility. Hence, the only alternative is to compute
these attributes on the CPU and to provide the GPU with this data. This,
however, greatly increases the CPU’s workload and may thus reduce the
overall performance drastically.

However, the infant geometry shaders do allow the specification of object
attributes. Analogously as the vertex and fragment shader work at the ver-
tex and pixel level respectively, the geometry shaders compute calculations
per primitive. In addition, the shaders are able to produce new vertices, a
task which was unattainable in the past. As was explicated in section 4.1,
the geometry of each blade is implicitly defined by two parallel Bézier splines.
That allows for the acquisition of multiple levels of detail. By providing the
Bézier equations to the geometry shader, the different levels of details may
be selected dynamically. A negative correlation between the geometric de-
tail and the distance from the blade to the camera may considerably speed
up the rendering process without noticeable artefacts.
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Since the geometry shaders are capable of producing new vertices, the ro-
bust polygonal skeleton which defines the overall form of a particular blade,
may be created during this rendering stage. The blade specific computa-
tions could be processed in this stage as well. Furthermore, the deformation
process which translates numerous vertices by making use of keyframe data,
might be incorporated during the build of the blade’s overall shape. Thus,
implementing the entire animation algorithm in a geometry shader is fea-
sible and perhaps more logical, since the external forces deform the entire
object, rather than translating a single vertex.

Although the current implementation has the advantage of being more
compatible with older graphic-hardware, it feels as an attempt for bypassing
the limitations of shader model 3.0. The author is convinced that a more
elegant solution may be obtained by making full use of the capabilities of
the youngest shader model. Since the current implementation has proven to
be capable of animating countless blades of grass, the knowledge that a far
more efficient implementation may be obtained is a very exciting prospect
for future implementations. Finally, figure 7.1 present a scene which was
rendered by using geometry shaders. The figure was copied shamelessly
from NVIDIA’s technical brief about DirectX 10 [NVI06a]. The caption
was copied as well, since it fits so beautifully in the context of this thesis.

Figure 7.1: NVIDIA c© 2006 [NVI06a]. All Rights Reserved.
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Conclusion

This thesis presented a new innovative animation technique which allows
the rendering of countless animated blades of grass. The algorithm allows
for all blades to be subjected to an individual external force. The utmost
accuracy of which these forces are computed allows for each blade to react
in a realistic manner and with considerable believability. The separation of
blades of grass, making it possible to pin-point a particular wind source,
is perhaps the most impressive result. In addition, the algorithm was cre-
ated with real-time rendering in mind. By exploiting the possibilities of a
pre-processing stage, the necessary computations were reduces to a mini-
mum. Hence, a good implementation of the animation algorithm allows for
hundreds of thousands of animated blades of grass to be rendered at an
interactive frame rate.

Since the geometric description partially defines the animation algorithm,
the thesis started with the presentation of the most popular grass represen-
tations. Four different representations were covered: textured grass, bill-
boards, shells-based and 3-dimensional models. How each representation
may be animated was covered as well.

Next, the main requirements of the animation algorithm were presented.
Keeping these goals in mind, a 3-dimensional model was considered to be
the most suitable geometric representation for a blade of grass. Once the
geometry of the blades was set, the quest for a suitable animation algorithm
began.

Before delving in the more specific details of the animation algorithm, the
fundamental idea behind this technique was presented, which stated that
each animation could be considered as a series of vertex displacement in
respect to a reference entity. That theorem formed the basis of the animation
algorithm. Next, all aspects of the algorithm were explicated in full detail.
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Since the use of keyframes generally consumes a large amount of memory,
a section was dedicated to explicating in full detail the numerous compres-
sion techniques, which may be utilised for reducing the amount of memory
needed to store a blade’s keyposes. This section proved that the memory
consumption may be reduced substantially.

The next chapter discussed the implementation details. This chapter may
be employed as a guideline when attempting to implement the animation
algorithm. It starts by explicating how the use of Bézier splines allows
for a flexible implementation, which makes multiple levels of detail attain-
able. Next, the geometric instancing technique, which allows the depiction
of countless blades of grass with minimal CPU-effort was introduced. Two
different techniques which make the keyframe data accessible for the vertex
shader were covered as well.

Numerous implementation “hints & tricks” were presented in the next
chapter. That chapter described methods for creating windless areas and
simulating the interaction between arbitrary objects and numerous blades
of grass. How the rendering process may benefit by using the bounding
volumes in the context of visibility culling was explicated as well.

The next chapter presented the acquired results. Here, it was proven
that the proposed animation algorithm allowed the individual animation
of countless blades of grass in real-time. It visually presented how each
individual blade responded to an external force. The algorithm’s efficiency
was demonstrates by making use of absolute numbers generated by numerous
benchmarks.

A chapter was dedicated to explicating how the current animation algo-
rithm could benefit by making use of the geometry shaders. These shaders
allow for the excessive computations such as the force interpolation and the
keyframe selection to be implemented at object level, rather than per vertex.
The combination of the geometry shaders and the animation algorithm has
much potential and may prove very powerful.

Considering all aspects of the proposed animation algorithm, the author
is convinced of the potential that lies dormant in this technique. The cur-
rent results are most promising and considering the required computation,
perhaps even impressive. Having the knowledge that all results in this thesis
were acquired by an implementation of nothing more than a 2-dimensional
animation of a blade, the quality of a 3-dimensional movement may prove
to be indistinguishable of the real world, which is a very exciting prospect
for future implementations.
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High Resolution Screenshot

(a) 20 shell-layers

Figure A.1: This figure exposes the artefacts that may arise when using the
shell-based rendering technique. Note the discontinuity of the hair when
making use of a relatively modest amount of polygonal layers. The intro-
duced excessive blur is a side effect which cannot be dealt with. The image
was obtained by employing a modified version of Tomohide Kano’s fur ren-
dering demo c© 2002. [Kan02].
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Appendix B

Samenvatting

“In alles van de natuur schuilt er iets wonderbaarlijks.”

- Aristoteles

B.1 Inleiding

Door de jaren heen is de rol van Moeder Natuur steeds belangrijker gewor-
den in het veld van real-time rendering. In de voorgaande jaren was de
beperkte rol van de natuur vooral te wijten aan de matige verwerkingskracht
van de grafische hardware. Gelukkig is deze geëvolueerd tot de superieure
parallelle coprocessor die vandaag de dag ter beschikking staan.

Eén van de grote moeilijkheden die te pas komen bij het realistisch weerge-
ven van de natuur is de grote hoeveelheid aanwezige objecten. De natuur
bestaat uit ontelbaar individuele entiteiten, wat het rendering proces aanzien-
lijk bemoeilijkt. Enkele voorbeelden zijn de talloze individuele bladeren op
de bomen, de ontelbare individuele grassprietjes op de grond en de oneindige
vallende regendruppels tijdens een storm. Hoewel het een zeer lastige opgave
is om deze verschijnselen statisch uit te tekenen, is het aanzienlijk moeilij-
ker om een dynamische natuur scène weer te geven. De grote hoeveelheid
entiteiten laat namelijk niet toe om deze ook gemakkelijk individueel te
animeren.

Deze thesis introduceert een innovatief algoritme dat toelaat om Moeder
Natuur’s meest voorkomende element te animeren, meer specifiek, het voorgestelde
animatie algoritme laat toe om een ontelbaar aantal grassprietjes individueel
te animeren in real-time. Dit impliceert dat elk grassprietje potentieel on-
derhevig is aan een unieke kracht. Bovenop wordt een monopolisatie van
de centrale processor vermeden met als gevolg dat deze nog ter beschikking
staat voor andere taken.
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B.2 Verschillende Gras Voorstelling

De manier waarop de geometrie van een bepaalde entiteit wordt beschreven
bëınvloedt het animatie proces aanzienlijk. Animatie resulteert immers tot
een vervorming van de geometrie. Daarom is het van uiterst belang om
de verschillende opties voor de geometrische definitie van gras te overwe-
gen. Hoofdstuk 2 geeft een overzicht van een aantal bruikbare geometrische
voorstellingen. De manier waarop deze geanimeerd kunnen worden komt
ook aan bod. Het hoofdstuk is chronologisch opgebouwd waardoor de lezer
eerst bekend geraakt met de oudere technieken. Tijdens het verloop van het
hoofdstuk worden de meer geavanceerde methodes besproken. De aange-
haalde geometrische representaties zijn: een textuur map, billboards, shells
en 3-dimensionale modellen.

B.3 Fysisch Gebaseerde Animatie

Hoofdstuk 3 geeft een gedetailleerde voorstelling van het ontworpen an-
imatie algoritme. Vooraleer de verschillende aspecten van het algoritme
besproken worden, wordt eerst een keuze gemaakt tussen de verschillende
geometrische representaties van gras die aangehaald worden in hoofdstuk 2.
Sectie 3.1 expliceert waarom 3-dimensionele modellen het meest geschikt
zijn om te voldoen aan de eisen van deze thesis.

B.3.1 Animatie Algoritme

Het voorgestelde animatie algoritme laat toe elk grassprietje individueel
te animeren zonder een al te grote belasting van de CPU. Het algoritme
utiliseert keyframes in combinatie met object clustering en een aantal in-
terpolatie technieken. De eigenlijke deformatie van de geometrie wordt ver-
wezenlijk door gebruik te maken van de moderne programmeerbare grafis-
che hardware. Fysisch gebaseerde animatie wordt uiteindelijk bekomen door
elke keyframe die een bepaalde pose van het grassprietje voorstelt te linken
met een bepaalde horizontale kracht. Tijdens het uittekenen van een scène
wordt deze kracht voor elk grassprietje gespecificeerd. Vervolgens wordt een
keuze gemaakt tussen de verschillende keyposes die gebruikt zal worden om
dat bepaalde grassprietje weer te geven.

De mogelijkheid om het algoritme te implementeren op de GPU is een
gevolg van het fundamentele idee erachter. Dit idee impliceert dat elke
animatie kan beschreven worden als een translatie van een aantal vertices
t.o.v. een referentie object. Het transleren van een vertex kan gemakkelijk
gerealiseerd worden door een herprogrammering van de vertex shader.
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Alle aspecten van het animatie algoritme worden in detail besproken in
sectie 3.2. Onderwerpen zoals het fundamentele idee, het berekenen van de
individuele kracht van elk grassprietje, het linken van de keyframes met de
externe krachten, keyframe selectie en het vloeiend maken van de animatie
komen aan bod.

B.3.2 Keyframe Compressie

Het gebruik van keyframes gaat meestal gepaard met een hoog geheugen
verbruik. Omdat de keyframe data ter beschikking moet staan voor de ver-
tex shader, dient deze opgeslagen te worden in het geheugen van de grafische
kaart. Dit geheugen is relatief beperkt, waardoor het wenselijk is om deze
data te comprimeren.

Sectie 3.3 presenteert een aantal compressie technieken die gebaseerd zijn
op de geometrische karakteristieken en de symmetrische eigenschappen van
een geanimeerde grassprietje. Een combinatie van alle technieken laat toe
de keyframe data te reduceren met ongeveer 94%. Dit houdt echter in dat
een aantal poses geëxtraheerd dienen te worden uit de data wat bijkomstige
berekeningen introduceert tijdens het animatie proces. Dit kan vermeden
worden door de symmetrische karakteristieken van de animatie niet uit te
buiten. Dit resulteert nog steeds tot een goede compressie van 77%.

B.4 Implementatie Details

De belangrijkste implementatie aspecten van het animatie algoritme wor-
den besproken in hoofdstuk 4. Dat hoofdstuk expliceert ondermeer hoe
een flexibele geometrische voorstelling kan bekomen worden door gebruik
te maken van Bézier curves. De huidige implementatie laat tevens toe het
detail niveau van een grassprietje op voorhand te bepalen. Vervolgens wordt
alles hierop afgestemd.

Zoals voordien vermeld, bemoeilijkt de grote hoeveelheid individuele ob-
jecten het rendering proces. Sectie 4.3 expliceert hoe de zogenaamde ge-
ometrische instantie techniek kan geütiliseerd worden om het uittekenen
van grote individuele objecten te bevorderen. Deze techniek maakt het mo-
gelijk om miljoenen individuele grassprietjes weer te geven met een minimale
tussenkomst van de CPU.

Een sectie is toegewijd aan het presenteren van twee technieken om de
keyframe data toegankelijk te maken voor de vertex shader. Eén ervan en-
codeert de data in een textuur. Dit impliceert dat de vertex shader toegang
moet hebben tot de texturen gestockeerd in het geheugen van de grafische
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kaart. Hoewel deze methode de meest performante is, is deze methode niet
ondersteund door alle moderne grafische kaarten. Daarom wordt een alter-
natief voorgesteld dat wel bruikbaar is voor alle grafische kaarten die Shader
Model 2.0 ondersteunen.

Een belangrijke eis van het animatie algoritme is dat de introductie van ob-
ject clustering niet mag resulteren tot een vervormde animatie. Helaas werd
proefondervindelijk vastgesteld dat er artefacten in bepaalde omstandighe-
den aanwezig zijn. Deze artefacten treden op wanneer een hoog geconcen-
treerde windbron krachten uitoefent op relatief grote clusters. Sectie 3.2.2
bespreekt deze artefacten in detail en presenteert twee methodes om deze te
elimineren.

B.5 Hints en Trucs

In hoofdstuk 5 worden een aantal hinten en trucs gepresenteerd die tot
stand zijn gekomen door creatief gebruik te maken van het animatie algo-
ritme. De lezer moet wel bewust zijn van het feit dat het algoritme niet
ontworpen werd voor het oplossen van de problemen die aangehaald worden
in dat hoofdstuk. Het zijn enkel trucs die bruikbaar zijn in het veld van
real-time rendering door hun hoge performantie en visuele kwaliteit.

Eén van de ontworpen trucs is het simuleren van windloze omgevingen.
Het gepresenteerde algoritme kan de illusie opwekken dat wind wordt tegenge-
houden door arbitraire blokkerende objecten zoals een muur of een grote
steen. Het fundamentele idee is het elimineren van de externe kracht op een
bepaald aantal punten van de objectclusters die gepositioneerd zijn in de
virtuele wereld.

Een ander voorgestelde truc is het simuleren van de botsing tussen arbi-
traire objecten en verschillende grassprietjes. Door elk object te beschouwen
als een lokaal geconcentreerde windbron, kan de illusie omgewekt worden dat
het object interageert met de verscheidene grassprietjes in zijn omgeving.

Als laatst worden een aantal implementatie hints gegeven over het gebruik
van objectclusters in de context van visibility culling. Deze technieken kun-
nen uitgebuit worden om het rendering proces aanzienlijk te versnellen. De
optimalisatie technieken worden echter niet in detail besproken, ze worden
enkel vermeld om de lezer bewust te maken van de mogelijke optimalisaties.
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B.6 Toekomstige Uitbreidingen

Een hoofdstuk is toegewijd aan het expliceren van de mogelijkheden van
de nieuwe geometrische shaders in de context van het animatie algoritme.
De huidige implementatie is gebouwd op Shader Model 3.0. Dit heeft als
voordeel dat het algoritme uitvoerbaar is door het merendeel van de gra-
fische hardware. Helaas introduceert dit ook bijkomstige berekeningen. Alle
berekeningen die in wezen uitgevoerd dienen te worden op object niveau
worden momenteel per vertex berekend.

Door gebruik te maken van de zogenaamde geometrische shaders, kunnen
deze berekeningen op een hoger niveau worden uitgevoerd. Het bepalen van
de windrichting, het specificeren van de magnitude van de externe kracht en
de interpolatie van de input krachten zijn slechts enkele voorbeelden die naar
object niveau verplaatst kunnen worden. Aangezien deze het merendeel van
de benodigde berekeningen voorstellen, is de auteur ervan overtuigd dat de
performantie van het animatie algoritme aanzienlijk kan verhoogd worden
door gebruik te maken van de jongste shader model.

B.7 Conclusie

Deze thesis introduceerde een nieuw innovatief algoritme dat het mogelijk
maakt om ontelbaar geanimeerde grassprietjes weer te geven. Het algoritme
laat toe om een individuele kracht te specificeren voor elk grassprietje, dit
resulteert in een uiterst accurate, realistische en geloofwaardige animatie.
Bovendien werd het algoritme ontworpen met real-time interactie in het
achterhoofd. Een goede implementatie maakt het mogelijk honderdduizen-
den individuele geanimeerde grassprietjes in real-time weer te geven.

Deze thesis besprak elke techniek in detail die bijdroeg tot het creëren van
het animatie algoritme. De belangrijkste aspecten waren: het verkrijgen van
animatie door een reeks vertex translaties, het clusteren van verscheidene
grassprietjes en het berekenen van de individuele kracht van elk grassprietje
m.b.v. lineaire interpolatie. Verschillende compressie technieken die het
toelaten om de keyframe data op een efficiënte manier op te slaan in het
geheugen van de grafische kaart, werden tevens besproken.

Op vlak van implementatie werden de niet-triviale oplossingen uitgediept.
Zo werd toegelicht hoe het gebruik van Bézier curves het mogelijk maakt
om een flexibele geometrische representatie te bekomen. Ook werden twee
manieren besproken om de keyframe data toegankelijk te maken voor de
grafische kaart. Het elimineren van de discretisatie artefacten, die gëıntro-
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duceerd werden door de virtuele wereld op te delen in verschillende grids,
werd tevens geëxpliceerd.

Een hoofdstuk werd toegewijd aan het presenteren van hinten en trucs die
geütiliseerd kunnen worden om bepaalde fysische verschijnselen te simuleren.
Zo werd uitgediept hoe windloze omgevingen gecreëerd kunnen worden door
de externe krachten in bepaalde clusters te elimineren. Ook werd er een
methode gepresenteerd die de botsingen tussen arbitraire objecten en ver-
scheidene grassprietjes simuleert. Als laatst werd het gebruik van object-
clusters in de context van optimalisatie technieken besproken.

De bekomen resultaten werden gepresenteerd in hoofdstuk 6. Dat hoofd-
stuk bewees dat het gecreëerde animatie algoritme in staat is om een on-
telbaar aantal grassprietjes individueel te animeren. Dit werd aangetoond
door verscheidene figuren en numerieke data gegenereerd door diverse bench-
marks.

Het volgende hoofdstuk presenteerde een toekomstvisie van het algoritme.
Dat hoofdstuk expliceerde hoe het gebruik van de jonge geometrische shader
kan leiden tot een betere performantie door een groot deel van de berekenin-
gen te verplaatsen naar het object niveau.

Rekening houdend met alle aspecten van het voorgestelde animatie algo-
ritme, is de auteur overtuigd van het potentieel dat schuilt in deze techniek.
De resultaten van de implementatie zijn veelbelovend en in verhouding met
de benodigde rekenkracht misschien zelfs indrukwekkend. Wetende dat de
performantie sterk verhoogd kan worden met behulp van de geometrische
shaders, is de auteur tevens overtuigd van de bruikbaarheid van het algo-
ritme in het veld van real-time rendering.
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